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Abstract
The receiver in a digital mobile radio system has the task of computing
good estimates for the data symbols that have originally been transmitted at the sender. Doing this in a system that uses CDMA to share the
common channel (e. g. UMTS) can require a huge amount of computational resources. One particular receiver formulation, the best linear
estimator, strikes a balance between the attained reception quality and
the invested effort.
This work investigates how to efficiently compute useful linear estimates for a piecewise time-invariant CDMA system with short codes
(namely UTRA TDD) by approximating the best linear estimates. It
develops in detail several efficient algorithms that are either targeted
at a DSP platform or are designed for a highly parallel and pipelined
array of simple processing cells.
The DSP-oriented algorithms are based on the Cholesky factorization,
the Levinson-Durbin algorithm and the Fourier transform, respectively.
Simulations confirm that they all allow far-reaching approximations
that can reduce their computational requirements drastically without
reducing the reception quality significantly. The actual computational
requirements of the algorithms are measured by precisely counting the
number of real multiplications needed to compute the estimate.
The highly parallel algorithms are derived by refining the processing
array for computing a QR decomposition, using the Schur algorithm.
The refinements make it possible to exploit the structural characteristics
of the system model and to introduce approximations. The result is a
sophisticated but very regular data-flow oriented algorithm that can be
executed on a reasonably sized and slowly clocked array of CORDIC
cells.
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1 Introduction
The third generation of mobile radio systems is highly anticipated. It is
slated to eventually replace the very successful second generation and
promises a better use of the scarce and expensive radio resources while
simultaneously aiming to offer better support for data oriented services
[20, 9, 45].
Despite being known as the ‘Universal’ Mobile Telecommunications
System (UMTS), the third generation consists of a number of incompatible radio access methods. The majority of the standards (three of five)
uses Code Division Multiple Access (CDMA) as a means to share the
radio channel among several users. Unlike more traditional techniques
such as Time Division Multiple Access (TDMA) or Frequency Division
Multiple Access (FDMA), a CDMA system does not try to completely
avoid interference between its users. Instead, the interference is structured in a special way so that the receiver can in principle remove it
from the received signal.
The basic idea behind CDMA is a generalization of quadrature modulation: two signals can be super-imposed and perfectly separated again
when they are modulated onto two carriers that are orthogonal to each
other. With CDMA, the set of carriers within a common frequency
range is extended by various means (and then usually called a set of
signature waveforms) and ideally the receiver can extract the desired
signal from the mix of all signals with a simple correlation, just as the
two signals in a quadrature modulated mix can be recovered by correlating them with their respective carriers.
However, for the correlator to work perfectly, the signals must be
orthogonal at the correlator, after they have been transmitted over a
multi-path channel. Assuming that the transmitting stations have no
knowledge of their channels to the receiver, the cross-correlation between any two signature waveforms must be zero to guarantee that
they are perfectly separable by the correlator. Moreover, the correlator
and the related and often proposed RAKE receiver [46] work best when
the carriers additionally have an impulse-shaped auto-correlation.
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These desirable correlation properties of the carriers cannot be realized perfectly [13, 58]. Using non-perfect carriers with a correlator or
RAKE as the receiver will result in a loss of reception quality. One
answer to this problem is the use of a multi-user detector (MUD) that
explicitly exploits the knowledge about the correlation properties of
multiple users [60]. While the improvements in reception quality are
significant, the demand of computational resources of a multi-user detector can be formidable.
The computational requirements of the optimal multi-user detector
(which is a form of the maximum likelihood sequence detector) grow
exponentially with the number of users that it needs to separate. The
class of linear multi-user detectors that is often considered in practice is
better behaved in this regard: A linear detector essentially only requires
the solution of a system of linear equations. But still, the computational
requirements can be considerable.
This work covers the efficient implementation of linear multi-user detectors for one of the three CDMA standards of UMTS, the UMTS
Terrestrial Radio Access Time Division Duplex (UTRA TDD) mode.
This mode has, in contrast to the Frequency Division Duplex (FDD)
mode, been specifically designed to allow the efficient implementation
of multi-user detection right from the start: It has kept the number
of users that need to be separated via CDMA low and uses signature
waveforms with short periods. The focus is on the high chiprate option
(3.84 Mcps) of UTRA TDD, but the essentially identical low chiprate
option (1.28 Mcps) as used in TD-SCDMA is briefly treated as well.
We will present algorithms for a number of different target architectures: some algorithms are best implemented on a Digital Signal
Processor, while others only show their benefits when implemented on
a highly parallel array of simple processing elements.
Data detection in CDMA systems is a popular research topic and the
linear multi-user detectors investigated in this work represent only a
part of the proposed receiver structures. See [29] and the references
therein for an overview.
However, the aim of this work is not to compare the linear multiuser detectors against simpler techniques (such as the RAKE or other
single-user detectors) or more advanced ones (such as interference cancellation, iterative multi-user detection [10], or other non-linear methods). Instead, we merely restrict us to the class of linear detectors in
order to constrain the scope of this work. We look at the best possible
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performance that can be obtained within that class and try to reach it
in an efficient way.
Investigating the detailed implementation of these best linear detectors is worthwhile since they are not only useful in their own right, but
the presented techniques can also be applied to parts of interference
cancellation structures, for example: these receivers consist of multiple
passes of linear single- or multi-user detectors interspersed with nonlinear decision and signal regeneration stages [68, 2].
Moreover, the general implementation techniques presented in the
following chapters can be applied to the UTRA FDD mode as well: the
data model used for UTRA TDD can be adapted and the presented algorithms can then be reformulated [35]. However, the relative behavior
of the algorithms in terms of computational requirements will change
significantly because of the modified data model and the ultimate conclusions will probably be quite different from the ones obtained here for
UTRA TDD.

1.1 Overview and Contributions
• Chapter 2 provides the fundament on which the subsequent chapters
build. It briefly lays down the theory of discrete, multi-input, multioutput systems that is then used to express the data model of the
UTRA TDD mobile radio system. The well-known linear multi-user
detector corresponding to this model is then formulated by invoking
the theory of linear estimation, resulting in a concise specification of
the computational problem that the following chapters will attack for
different target architectures.
Our problem formulation is not specific to the UTRA TDD model:
it applies to all finite, discrete, linear, multi-rate, multi-input, multioutput systems. However, the presented algorithms for solving it make
use of the fact that the model is time-invariant and exhibits only limited
inter-symbol-interference.
The model includes the case of multiple antennas at the receiver.
We show that the multi-user detector automatically performs a form of
space-time processing when the needed parameters (such as the spatial
correlations of the noise) are given.
While the focus is on the uplink, the downlink is briefly treated as
well. It is shown that the same formulation of the multi-user detector can be used for both the uplink and the downlink. However, the
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resulting model of the downlink suggests that a full-blown multi-user
detector might not bring any advantage compared to a simple channel
equalization. We prove that this is not true and that even the downlink
can benefit from a multi-user detector.
To validate the methods and programs of the upcoming chapters,
we are going to show their performance in a simulated UTRA TDD
system. The closing of Chapter 2 therefore presents common details of
these simulations and also shows the bit error ratio of the exact best
linear estimator as a reference.
• Chapter 3 explores the implementation of the multi-user detector for
DSPs. To this end, it presents two sequential programs. The first,
called the “Cholesky MUD”, is conceptually very simple and based on
the Cholesky factorization of a matrix. The second one, the “Levinson
MUD”, uses ideas from the Levinson-Durbin algorithm and is more
involved but is expected to yield better results since its asymptotic
complexity is only quadratic in the number of data symbols per burst
while the Cholesky factorization is cubic.
The well known method of solving an invertible symmetric system
of linear equations with the Cholesky decomposition of the coefficient
matrix is extended so that it can also cope with a rank-deficient matrix.
The Levinson-Durbin algorithm is extended beyond its usual textbook
formulation so that it can now cope with block-unsymmetric, BlockToeplitz matrices.
Both programs are modified so that they can successfully approximate the true desired result. These approximations lead to a significant reduction in the computational requirements of the programs and
in fact seem to be key to an efficient multi-user detector. Moreover, the
asymptotic complexity of both approximated algorithms is linear in the
number of data symbols.
For the Cholesky MUD, we develop a new approximation scheme that
works row-wise and improves upon the known scheme of approximating
via leading submatrices [36]. The Levinson MUD is improved in a novel
way by identifying internal vector updates that can be shortened.
To be able to compare the two programs concretely and not only
asymptotically, we count the exact number of real multiplications that
are executed by each program.
• Chapter 4 continues to be oriented towards a DSP implementation
but emphasizes the use of Fast Fourier Transforms (FFTs). The FFT is
a well known computational tool and much experience exists in imple-
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menting it efficiently. We leverage this experience by approximating the
desired best linear estimator by a block-circulant correlator that makes
heavy use of FFTs. The method will be called the “Fourier MUD” and
essentially reduces the problem from one large matrix inversion to a
number of independent smaller ones.
Using ideas from the well-known overlap-add technique, we develop
a variant of the Fourier MUD that again has an asymptotic complexity
that is linear in the number of data symbols.
The resulting method is able to approximate the best linear estimate
successfully and does so with fewer multiplications than the programs
of Chapter 3. Moreover, it is better suited to parallelizations: many of
the FFTs and operations with small matrices can easily be carried out
concurrently. This aspect of the Fourier MUD is explored by deriving
figures that can be used to characterize the latency of the algorithm
and the required hardware resources.
Moreover, we briefly investigate the consequences of distributing the
computation between time-domain and frequency-domain in various
ways: depending on the system parameters and the level of parallelization, it might be advantagous to compute some intermediate results in
the time-domain instead of in the frequency-domain.
Among the techniques for reducing the computational requirements
of linear multi-user detectors, the FFT-based approach seems to be the
most popular one. See, for example, [5] for a FFT-based multi-user
detector that also incorporates decision feedback and see [35] for an
application of our approach to the UTRA FDD mode.
• Chapter 5 puts more emphasis on parallelism: It presents algorithms
that are well suited for an implementation with a large number of very
simple and mostly identical processing elements that all work in parallel.
The starting point is the well known array for computing a QR decomposition. It is extended to also compute the ultimate solution in a
second step and novel approximations are introduced into both steps
by transferring the row-wise approximation method of the Cholesky
MUD to the problem at hand. The processing elements are intended
to be implemented as CORDICs and we will present a simple way to
approximate their computations as well. This method is called the “QR
MUD”.
The chapter continues by explaining how to better exploit the internal structure of the problem formulation by using a displacement representation together with an extended Schur algorithm. The result is a
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method, called the “Schur MUD”, that can compute an approximation
to the desired best linear estimate with significantly fewer operations
than the QR MUD. It consists of a short control program that invokes a
highly parallel processor array as the main computational device. This
program makes use of a new way to calculate the needed initial values
for the Schur algorithm with a partial QR decomposition.
To characterize the computational requirements of these highly parallel algorithms, we count the number of fundamental processing cells
that they require and how often these cells need to be activated.
• Chapter 6 pulls together all five presented linear multi-user detectors by summarizing their main characteristics and presenting a few
comparisons.

Major Contributions
• New insights into the role of multi-user detectors in the downlink.
We show that even in a single channel scenario such as the downlink
a multi-user detector can attain a better performance than a separate
channel equalization followed by despreading.
• A method for incorporating the computation of the pseudo inverse
into to the Cholesky MUD in a special but likely scenario, both exactly
and approximately.
• An efficient scheme for approximating the Cholesky decomposition of
a banded Block-Toeplitz matrix, improving upon the method explained
in [36].
• An extension of the Levinson-Durbin algorithm to hermitian BlockToeplitz matrices.
• A scheme for its approximation for banded matrices.
• A method to approximate the considered estimators by replacing them
with block-circulant estimators that allow “FFT-speed” computations.
• A method for further speeding up the block-circulant estimators via
“overlap discard”.
• A systolic array formulation of the QR decomposition that allows the
incorporation of approximations that are possible for banded BlockToeplitz matrices.
• Modifications to the Schur algorithm for Block-Toeplitz matrices that
allows it to be performed completely on a partial systolic QR array.
• Exact expressions for the computational requirements of all presented
algorithms.
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1.2 Notation
The partial brackets ⌊x⌋ denote the “floor” of x, that is, the largest
integer less than or equal to x. Likewise, the “ceiling” ⌈x⌉ denotes the
smallest integer greater than or equal to x.
Matrices and vectors are denoted with bold letters such as A and
b. All vectors have lower case letters and upper case letters are always
matrices. Occasionally, we will use lower case letters for matrices as
well, mainly to denote parts of larger matrices. The ith element of the
vector b is written as b[i]. Likewise, A[i, j] denotes the element of A in
the ith row and jth column. Indices always start at 1.
We will make heavy use of matrix partitionings such as


a1,1 a1,2 · · · a1,n
 a2,1 a2,2
a2,n 
A=
with ai,j ∈ Ck×k .
.. 
.
.

 ..
..
.
an,1 an,2 · · · an,n

This notation is intended to state that the larger matrix A ∈ Cnk×nk is
split into n × n blocks of size k × k and that these blocks are denoted
as ai,j such that
(ai,j )[p, q] = A[(i − 1)k + p, (j − 1)k + q].

The Kronecker product denoted by ⊗ is related to matrix partitionings
and is a natural tool for working with block structured matrices:


A[1, 1]B A[1, 2]B · · ·

A ⊗ B = A[2, 1]B A[2, 2]B
..
...
.

Sequences are denoted by underlined letters such as x. The element
of sequence x with index i is written as x(i). Sequences are infinite
but usually contain only a finite number of elements that are non-zero.
These elements are listed between curly braces, from left to right. The
element with index 1 is underlined such that
is a shorter form to state that

x = {2, 1}


0



2
x(i) =
1



0

for
for
for
for

i < 1,
i = 1,
i = 2,
i > 2.
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Sequences can also consist of vectors or matrices and are then denoted
with underlined, bold, upper or lower case letters.
When presenting programs, we use simple pseudo-code that mostly uses
the normal mathematical notation to express computations. Two example programs are shown in Figure 1.1 and should be fairly self explanatory. They implement the well known back substitution procedure
that is needed in Chapter 3.
Programs are denoted with names in typewriter style. Assignments
are written as a ← a + 1, for example, which means that the variable
a is overwritten with the value a + 1. It is also allowed to assign to
tuples and partitioned matrices: The statements (a, b) ← (b, a) and
[a b] ← [b a] both swap the values of a and b. Tuples are also used to
pass a variable number of arguments to a program.
The programs make use of a few of the usual control-flow statements;
for example,
for i from a upto b
...
executes the dependent statements indicated by ‘. . . ’ with i = a, then
with i = a + 1 and so on until it is executed for the last time with
i = b. When b < a, the dependent statements are not executed at all.
Likewise, “for i from a downto b” iterates through i = a, i = a − 1
until i = b. Grouping of statements is indicated by indentation only.
Additional notation is introduced as needed. A summary of the notation
and a list of programs and frequently used symbols appears on page 145.
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x ← subst (U, b)

Reduced-rank back substitution.

Given an upper triangular matrix U ∈ Cn×n and a vector b ∈ Cn ,
compute x ∈ Cn such that U x = b. When a diagonal element of
U is zero, the whole corresponding row and column of U as well
as the corresponding element of b is assumed to be zero. The
matching entry in x is then set to zero as well.
for i from n downto 1
if U [i, i] = 0
x[i] ← 0
else
x[i] ← b[i]
for j from n downto i + 1
x[i] ← x[i] − U [i, j]x[j]
x[i] ← x[i]/U [i, i]

x ← substh (U, b)

Reduced-rank hermitian back substitution.

Given an upper triangular matrix U ∈ Cn×n and a vector b ∈ Cn ,
compute x ∈ Cn such that U H x = b. When a diagonal element
of U is zero, the whole corresponding row and column of U as
well as the corresponding element of b is assumed to be zero.
The matching entry in x is then set to zero as well.
for i from 1 upto n
if U [i, i] = 0
x[i] ← 0
else
x[i] ← b[i]
for j from 1 upto i − 1
x[i] ← x[i] − (U [j, i])H x[j]
x[i] ← x[i]/(U [i, i])H
Figure 1.1: Programs subst and substh.
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2 Linear Multi-User Data Detection
The data transmission in a mobile radio system with multiple active
users and multiple antennas at the base station can be modeled as a
discrete, linear, multi-rate, multi-input, multi-output (MIMO) system
[23, 9, 17]. The inputs of the system as we are going to define it are
the sequences of complex base-band symbols of the individual users and
the outputs are the complex base-band samples from multiple antennas. When covering only short periods of time, the radio channels and
thus the corresponding MIMO system can also be assumed to be timeinvariant. The receiver in such a mobile radio system has the task of
discovering good estimates for the inputs of the MIMO system from the
signals observed at its outputs and from knowledge about the MIMO
system itself [6, 25, 60].
Often, the term “MIMO system” or “MIMO channel” is restricted to
the case where the transmitter as well as the receiver employ multiple
antennas and use them to increase the channel capacity of the system
as compared to a SISO channel [43]. In our scenario, each input to
the channel corresponds to an individual mobile station with only one
antenna and it might thus be called a “multi-access single-input multioutput system”. We continue to use the term “MIMO” in this text,
however, since the formulation of the data detector is valid for a MIMO
system in the restricted sense as well as in our more general one.
A useful approach for more precisely specifying what constitutes a
‘good’ estimate is to demand that the receiver computes the “best linear
estimate” [31, 37]. The best linear estimate is the general principle
underlying the familiar concept of the best fit straight line, for example,
or the method of least squares. This kind of estimate is conceptually
easy to derive and compute for a linear MIMO system. A device that
computes this estimate is an example of a multi-user detector [60] since
it effectively detects all data symbols of all users, using a single model
that incorporates them all.
The amount of computational resources required to actually perform
the computation of the best linear estimate grows quickly with a growing
number of inputs of the MIMO system since every input can interfere
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with every other (corresponding loosely to the task of inverting a full
matrix). Therefore and also, of course, to increase the absolute quality
of the reception, one goal in designing data transmission systems that
must share a common medium among several users is to eliminate the
interference between these users. When this has been achieved, the effort required to compute the best linear estimate decreases dramatically
(corresponding to the inversion of a diagonal matrix).
For example, the Time Division Multiple Access (TDMA) method
consists of allowing only one user to access the common medium at any
one time. During that time, only one input of the MIMO system is
non-zero and the rest can effectively be ignored. However, when the
transmission model includes time-dispersion, the last few symbols of
one user can interfere with the first symbols of the user that transmits
subsequently. While this interference makes the computation of the
best linear estimate only slightly more involved (corresponding to the
inversion of a banded matrix) it is usually avoided altogether by introducing an additional guard period in which no user is allowed to access
the medium.
Recent and upcoming radio transmission systems use Code Division
Multiple Access (CDMA) to separate multiple users: the data symbols
of the individual users are modulated in such a way that the resulting
signals have favorable correlation properties. For a perfectly synchronized and non-dispersive transmission model, the users can easily be
separated when computing the best linear estimate (corresponding to
the inversion of an orthogonal matrix). When allowing time-dispersion,
however, the signals are no longer perfectly uncorrelated and the best
linear estimate becomes again non-trivial to compute.
In this work, we investigate the efficient computation of the best
linear estimate for a CDMA mobile radio system where the length of
the period of the spreading codes equals the spreading factor. This
periodicity of the spreading codes leads to a beneficial form of timeinvariance in the MIMO model which can be exploited when computing
the estimates.
We will first review multi-rate MIMO systems and show how they
can be described with constructs from linear algebra. We will show how
this general theory can be applied to a concrete mobile radio system,
the UTRA TDD mode of UMTS. We then proceed to formulate the
actual multi user detector, using results from linear estimation theory.
The following chapters concentrate on means to actually compute the
presented estimators in an efficient way.
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2.1 Finite Linear Multi-Rate MIMO Systems
A discrete, linear, and time-invariant system with a single input and a
single output can be characterized by its response to a single impulse.
Arbitrary signals can be described as the sum of suitably delayed and
scaled impulses and since the system is linear and time-invariant, the
response to such a signal is the sum of correspondingly delayed and
scaled impulse responses.
Systems with more than one scalar input can be reinterpreted as
single-input systems by collecting the individual scalar input sequences
into a single sequence of vectors. The same can be done for the outputs such that the scalar valued multi-input, multi-output system turns
into a vector-valued single-input, single-output system. However, it is
no longer possible to find a single impulse sequence that could be used
to construct all possible input sequences by delaying and scaling. In
order to be able to represent all possible vectors, one needs to find a
set of vectors (a basis) that spans the whole vector space of the input
values. Once such a basis has been selected, a linear and time-invariant
MIMO system can be characterized by its responses to the basis impulses. These responses form a sequence of basis transforms and can
thus be expressed collectively as a sequence of matrices. Therefore, one
can simply think of linear, time-invariant MIMO systems as having a
vector valued input, a matrix-valued impulse response, and a vector
valued output.
A concrete example is depicted in Figure 2.1. Its left and right parts
show the same system: on the left it is shown with individual inputs and
outputs and the right shows the reinterpretation with a single vector
valued input and output.
The matrix valued coefficients of the FIR structure in the right part
can be found by measuring the response of the system to two basis
impulses. The two impulses are formed from the two 2-dimensional unit
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{0, 1}

{0, 1, 2}

z −1
+

+

{1, 4, 2}

nh i h i o
2
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Figure 2.1: An example MIMO system.
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+
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+
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Figure 2.2: Measuring the impulse response of the example MIMO system.

vectors, as shown in Figure 2.2. This choice of basis has the advantage
that the coefficient matrices can be directly read from the responses
of the system to these impulses: The unit vector with a one in its first
element is responsible for the first columns of the coefficients, the second
unit vector correspondingly for the second column. However, any other
choice of basis would yield the same impulse response.
The output of a linear, time-invariant MIMO system can thus be computed by convolving the vector valued input sequence with the matrix
valued impulse response. For a system with k inputs and m outputs
that is characterized by an impulse response t = {. . . , t(1), t(2), . . .},
the output sequence x corresponding to an input sequence d is computed according to
P
x(i) = t(i − j + 1)d(j)
j
(2.1)
m
m×k
k
, and d(i) ∈ C .
with x(i) ∈ C , t(i) ∈ C
The indices for t have been chosen so that the system is causal when
t(i) = 0 for i < 1. For the example system of Figure 2.1, we have




0 0
1 0
k = 2, m = 2, t(1) =
, t(2) =
1 1
1 0
 
 
 
 
 
1
2
0
1
2
d(1) =
, d(2) =
, x(1) =
, x(2) =
, x(3) =
.
0
1
1
4
2
A discrete system that is described in the equivalent baseband using
complex scalars can be seen as a special case of a real-valued two-input,
two-output system. In the MIMO view, the impulse response consists
of 2 × 2 matrices t with t[1, 1] = t[2, 2] and t[2, 1] = −t[1, 2]. We could
therefore reduce systems that use complex valued arithmetic to equivalent systems that use only real arithmetic by doubling the number of
attached signals. We will not do this, however, since this would make
the internal structures of the upcoming problem formulations more difficult to exploit. For example, it is fairly easy to make use of the fact that
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the diagonal of a complex valued, hermitian matrix is real valued, but it
is more difficult to find the same information by tracking the influence
of the particular 2 × 2 matrices in the construction of the equivalent
real valued, symmetric matrix. Therefore, all signals, vectors, matrices,
etc. are allowed to contain complex values in the sequel.
In this text, all systems are assumed to be causal and to have a finite
impulse response. That is, t(i) 6= 0 only for 1 ≤ i ≤ ℓ and some fixed ℓ.
Furthermore, we will only work with finite input and output sequences.
This is done to simplify the discussion and with the hindsight that it
will suffice for a burst structured communication system such as the
UTRA TDD mode.
The convolution of two finite, discrete, scalar sequences can be expressed as a matrix-vector multiplication. The input sequence and the
output sequence are represented as vectors and the impulse response is
used to construct the convolution matrix. Multiplying the input vector
with the matrix (from the left) yields the output vector. This construction can be adapted to vector valued sequences by ‘stacking’ the
vector-valued elements of a sequence into a larger vector. The matrix
for performing the convolution operation of Equation (2.1) is then constructed as depicted in Figure 2.3. For an input vector d of length nk (n
blocks of length k), the convolution yields an output vector x of length
n′ m with n′ = n + ℓ − 1.
The matrix T in Figure 2.3 is a Block-Toeplitz matrix: it has constant
blocks of size m × k down negative sloping block-diagonals. The BlockToeplitz structure is a consequence of the fact that the system is timeinvariant. The matrix T is also block-band structured: it has a upper
block-bandwidth of 1 and a lower bandwidth of ℓ blocks. The band
structure reflects the fact that the impulse response is causal and finite.
The example system from Figure 2.1 leads to the following concrete
vectors and matrices:


 
0 0
0
 

1 1
1
1


 
n = 2,
0 
1 0 0 0
1






ℓ = 2,
x =  , T = 
 , d = 2  ,
1 0 1 1
4
n′ = 3.

2
1
1 0
1 0
2
We need an additional generalization when trying to describe a multiuser CDMA system: Due to the spreading performed in it, the sampling

16

2 Linear Multi-User Data Detection

rates of the inputs need not necessarily be the same as the sampling rates
of the outputs. Such a system is called a multi-rate system. The matrix
description of linear, time-invariant systems according to Figure 2.3 can
be extended to also cover multi-rate systems by appropriately gathering
multiple samples into blocks such that the block rate at the inputs and
outputs are equal. For example, given a system where the outputs
have twice the sampling rate as the inputs, one can collect two output
samples into a block, and correspondingly, collect one input sample into
one input block. When looking at these blocks, the rates of the input
and output are now equal.
Instead of considering individual samples, one now considers the effect
that the system has on blocks of multiple samples. This is much like
allowing more than one input or output and we will again arrive at a
formulation that uses matrices as elements of the impulse response of
the system.
Figure 2.4 exemplifies this process. It shows a system that performs
zero-inserting upsampling by a factor of two and convolves the result
with {−1, 1, −1}. The same effect can be described with a vector valued
single-rate system, as shown in the bottom part of Figure 2.4. When the
input values are allowed to be vectors themselves (as with MIMO sys-
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Figure 2.3: Expressing MIMO convolution as a matrix/vector product.
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Figure 2.4: An example multi-rate system.

tems, for example), the presented approach will form blocks of vectors
by stacking them into a single column.
The result of all these considerations is that we can express the effect
of any linear, time-invariant, multi-rate, multi-input, multi-output system on finite input sequences with a band-structured Block-Toeplitz
matrix. That matrix is called the system matrix. Since we model our
mobile radio system as linear and time-invariant (during short enough
periods of time), we can use this system matrix as the basis for defining
the transmission model, for deriving a suitable data detector, and for
reasoning about its efficient implementation.
For example, we can quickly state that when we are given a system
described by its system matrix T and an output sequence x that is
additionally corrupted by additive white noise n according to x = T d+
n, the best unbiased linear estimate for d is dˆ = T + x where T + is the
pseudo-inverse of T . The fact that we can quickly state things like this
does not mean that T + x is quick to compute, of course. Indeed, most
of the rest of this work will deal with methods of efficiently working
with pseudo-inverses and related constructs.

2.2 UTRA TDD as a Multi-Rate MIMO
System
The main application in the focus of this work is the “UMTS Terrestrial Radio Access Time Division Duplex” (UTRA TDD) mobile radio system as specified by the “Third Generation Partnership Project”
(3GPP). It is part of the third generation (3G) “Universal Mobile
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Telecommunication System” (UMTS), and consists of the combination
of time division duplex (TDD), time division multiple access (TDMA)
and code division multiple access (CDMA) features [20, 9, 45, 1].
In this system, the uplink and downlink traffic is carried by a single
frequency band and separated by being allocated to different time slots
in a frame. We will mainly treat the uplink: from mobile station to
base station. The downlink is very similar, however, and we will cover
it by occasionally pointing out differences between it and the uplink.
UTRA TDD offers two options: one with a high chiprate of 3.84 Mcps
(million chips per second) and one with the lower chiprate of 1.28 Mcps.
The number of time slots, the number of switching points where traffic
direction changes between uplink and downlink, and other parameters
differs between the high and low chiprate options, but the basic structural characteristics are the same so that we can treat both at the same
time. Table 2.1 lists some of the parameters for the two options.
Users are separated both by allocating them to separate TDMA time
slots, and to different CDMA codes. The number of simultaneously
active CDMA codes determines the computational requirements of a
multi-user detector to a large degree. Therefore, this number is kept
low by additionally separating users with the TDMA component. The
time slots are isolated from one another by appropriate guard periods.
The contribution of one user to a time slot is called a “burst” and
is sketched in Figure 2.5. It consists of two blocks that carry payload
data, a midamble between these blocks that carries known symbols for
channel estimation purposes, and the mentioned guard period, which is
quiet.

Chiprate
Frame duration
Time slots per frame
Time slot duration
Switching points
Spreading factor
Scrambling code length
Symbols per burst
Chips per midamble
Chips per guard period

High
Low
3.84 Mcps 1.28 Mcps
10 ms
10 ms
15
14
2
666 3 µs
675 µs
1–14
4
1,2,4,8,16 1,2,4,8,16
16
16
116-2208
44–704
256,512
144
96–192
16

Table 2.1: Some parameters of the high and low chiprate options of TDD.
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When the burst of one user is received at the base station, it has
been distorted by the radio channel. Therefore the data blocks and
the midamble interfere with each other. However, the radio channel
is assumed to be characterizable by a finite impulse response and the
inter-symbol-interference in the system is thus limited. The length of
the midamble is chosen in such a way that there still exists a part
in the received distorted burst that solely stems from the transmitted
midamble symbols, as indicated in Figure 2.6.
Once this part of the midamble has been used to estimate the channel
for all active codes [55, 56], the (estimated) interference that is caused by
the midamble can be computed and removed from the received signal.
In this way, one can treat the transmission of the two data blocks of
one burst as independent. Furthermore, the users are assumed to be
synchronized to the degree that no two bursts from different time slots
interfere. Therefore, in the following we only treat the independent
transmission of data blocks over known channels. This fits well with
the previous section that likewise restricted itself to the transmission of
unknown finite sequences over known systems.
The use of multiple antennas at the receiver can increase the capacity
of the system [18, 24]. Doing so will present the receiver with multiple
received signals corresponding to one time slot that it needs to consider collectively when performing its data detection task. As shown in
Figure 2.7, we can model the reception with multiple antennas by associating an individual single input, single output channel between the
transmitter and each antenna. The channel estimator can work with
each antenna individually.
Figure 2.7 can be interpreted in the following way: during the transmission of one data block, the finite sequence d(k) of length N containing
downlink

uplink

K

co

de
s

frame n − 1 ↓ ↓ ↓ ↓ ↓ ↓ ↓ ↓ ↓ ↑ ↑ ↑ ↑ ↑ ↑ frame n + 1
guard
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guard
midamble
data
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1:
d
data
block
2:
d
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block1:1:dd(k,1)
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midamble
data
data
(k,1)
(k,2)
period
guard
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data
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d
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d
(k,1)
(k,2)
period
midamble
data block 1: d
data block 2: d
period
period
N
Q
chips
N
Q
chips
NQQchips
chips
NQQchips
chips
NQ
NQ
N
chips
N
chips
N Q chips
N Q chips
Figure 2.5: General UTRA TDD frame and burst structure.
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data block 1

data block 2

midamble

only from midamble
Figure 2.6: Effect of inter-symbol-interference.

the information symbols of user k is spread with the user-specific code
sequence c(k) of length Q. The elements of the resulting sequence are
called “chips”. This sequence of chips is then transmitted over a mobile
radio channel and received at M antennas; the channel from transmitter
k to antenna m is characterized by the impulse response h(k,m) of length
W . Additionally, the signal from each antenna is corrupted by noise,
represented by the sequence n(m) , and is delivered as the sequence x(m)
of length QN + W − 1 to the remaining signal processing stages.
The impulse response of the multi-rate MIMO system in Figure 2.7
(without the additive noise) is easy to determine for a system with a
uniform spreading factor Q. (See Section 2.2.2 for the treatment of nonuniform spreading factors.) The first step is to reduce the multi-rate
MIMO system to a vector valued single-rate SISO system. By collecting
the K inputs and the M outputs into vectors, we arrive at a multi-rate
SISO system. Then we collect Q output values into one block, yielding a
single-rate system. The output values of the multi-rate SISO system are
already vector-valued, and the vectors of the new reduced-rate output
are formed by stacking the multiple vectors of the intermediate multi-

d(1)

↑Q

c(1)

h(1,2)
h(1,1)
+

d(2)

c(2)

h
(2,1)

h

x(1)

+

(2,2)

↑Q

x(2)

+

+

n(2)
n(1)

Figure 2.7: Transmission of one block each from two users (K = 2), received at two
antennae (M = 2).
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Figure 2.8: Collecting the sequences from Figure 2.7 into vectors for general parameters K and M.

rate system. Figure 2.8 summarizes the resulting indexing conventions
and also considers the noise.
This way to reduce the system is not unique, however. Instead of
first converting it to a SISO system and then to a single-rate system,
we could also reverse these two steps, and first create an equivalent
single-rate MIMO system. The resulting systems differ in the way that
the elements of the original sequences d(k) and x(m) are sorted into the
vectors d and x that are used in the linear model in Figure 2.3. We will
stick to the first way as summarized in Figure 2.8, since it will make
the notation simpler when isolating spatial information in multi-antenna
systems.
Once the precise reduction scheme has been decided, the corresponding matrix-valued impulse response can be found by ‘measuring’ it as
done in Figure 2.1 for the example system. The resulting matrices t(i)
contain the convolution of the codes c(k) and the point-to-point channel
impulse responses h(k,m) . Let
b(k,m) = h(k,m) ⋆ c(k)

(2.2)
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denote these ‘spreading channel’ impulse responses. Then we will find
t(i)[(ℓ − 1)M + m − 1, k] = b(k,m) ((i − 1)Q + ℓ),

1 ≤ ℓ ≤ Q. (2.3)

Since bk,m (i) = 0 for i > Q + W − 1, we can follow from (2.3) that
t(i) = 0 for i > (Q + W − 1)/Q. Thus, the length of the MIMO impulse
response t is L = ⌈(Q + W − 1)/Q⌉.

For the discussion at hand, it suffices to recall from the previous section
that ultimately, the system can be described by its system matrix T ,
and that the relationship between input and output can be expressed
with the system of linear equations
x = T d + n,

where the vector d ∈ CKN contains all interesting elements of the K
sequences d(k) , x ∈ CM Q(N +L−1) contains all interesting elements of the
M sequences x(m) , and likewise, n ∈ CM Q(N +L−1) contains all interesting elements of the M sequences n(m) . In the sequel, we will use the
abbreviation P = MQ.
The system matrix T will be in the focus of most of the following
considerations and its structural characteristics will play a prominent
role. It is, as has been mentioned, a band-structured Block-Toeplitz
matrix. Figure 2.9 shows how the parameters of the burst structure and
the scenario relate to the sizes of various features of T and summarizes
these parameters. We will often refer to the building blocks ti = t(i) of
T individually.

2.2.1 Downlink
The downlink signal is structured in the same way as the uplink signal,
using time slots and spreading codes to separate the users. Thus, a
mobile station still receives a mix of CDMA signals during one time
slot and it can utilize a multi-user detector to detect its own part of the
mix.
Like the uplink, the radio transmission in the downlink direction can
be modeled as a multi-rate MIMO system and be described with a
system matrix that has the same structural characteristics as the uplink
system matrix T shown in Figure 2.9. However, for each individual
mobile (and given a base station with a single transmit antenna), the
downlink involves only a single SISO channel. In other words, the spread
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L = ⌈(Q + W − 1)/Q⌉
N Number of information symbols
in one data block
ti

Elements of MIMO impulse resp.
ti = t(i) ∈ CP ×K , see (2.3)

NK

Figure 2.9: The system matrix T and its parameters.

signals are superimposed before they are transmitted over a single radio
channel and not after being transmitted over several channels as in the
uplink.
Therefore, the mix of the coded signals for all users reaches an individual mobile over a single radio channel and one should expect to
be able to first equalize this channel using a traditional single-user approach and then perform the despreading of the orthogonal codes. This
is motivated by the fact that the downlink system matrix can be written
in the form
T = HC
where C is the spreading matrix that turns the information symbols
of one data block into chips, and H is the usual convolution matrix
of the single-input, single-output radio channel. The structure of these
matrices is shown in Figure 2.10. One might expect to be able to
‘invert’ the two factors in turn. As explained below in Section 2.5, this
is not the same as treating the system as a whole, however, and leads
to suboptimal estimates when the system is not fully loaded (K < Q).
Furthermore, the ‘single channel simplification’ does no longer apply
when multiple antennas are allowed at the transmitting base station
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Figure 2.10: The structures of H ∈ C(N Q+W −1)×N Q and C ∈ CN Q×N K .

and when beamforming is performed. Looking at Figure 2.11, we can
see that each individual CDMA signal receives its own channel due to
the weighting that is used to form the beams.
For these two reasons, it seems plausible to also consider the multiuser detector for the downlink. The corresponding system matrix has
the same structure as the uplink system matrix and we will therefore
not need to distinguish between uplink and downlink in the remaining
part of this text.
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Figure 2.11: Downlink system model with multiple antennas at the transmitter and
beamforming.
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2.2.2 Non-Uniform Spreading Factors
Up to now, we have assumed that the spreading factors are the same for
all users that are allocated to one time-slot. This need not be the case
in general. Instead of sharing the available code space among 8 codes
with spreading factor 8, say, one could also fit 3 codes with spreading
factor 4 together with 2 codes with factor 8 into the same space. Codes
with a lower spreading factor translate into a higher symbol rate and
one can therefore allocate code lengths according to the requested data
rates of the individual users.
A CDMA system with non-uniform spreading factors is still a multirate MIMO system and can still be described with a Block-Toeplitz
system matrix, as discussed above. In contrast to a system with uniform
rates at its inputs, a system with non-uniform rates leads to a more
complicated inner structure of the according system matrix, however. It
suffices to state here briefly that the system matrix retains the structure
of Figure 2.9 but additional structure shows up inside the blocks ti .
The additional structure in ti can be ignored, at the cost of losing
some potential optimizations, or it can be taken into account when
later deriving the concrete multi-user detection algorithms. The UTRA
TDD system, however, performs an additional scrambling step after
spreading the information symbols with codes of a non-uniform lengths.
That scrambling effectively leads to spreading codes that are periodic
every 16 chips. This destroys much of the inner structure of the ti . The
multi-user detector is essentially always faced with a uniform spreading
factor of Q = 16, independent of the actual spreading factors for the
individual users.
For this reason, we will not try to exploit the additional structure
caused by non-uniform spreading factors without scrambling.

2.3 Linear Estimation
The essence of the previous sections is that we can model the interesting
variants of a burst structured CDMA system with the simple linear
equation
x = Td + n
(2.4)
where the central matrix T has the banded Block-Toeplitz structure
shown in Figure 2.9. We can now use this formulation to derive and
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reason about methods to find good estimates dˆ of the unknown information symbols in d.
An estimator is called linear when it computes the estimate as dˆ =
Bx. The theory of linear estimation has two basic kinds of ‘best’ estimators to offer: the “best linear unbiased estimator” (BLUE) and the
“best linear estimator”, that is not unbiased but might attain a smaller
mean error [31, 37]. Both estimators minimize the error between dˆ and
d in the sense that they minimize the mean squared error
E{(dˆ − d)H (dˆ − d)}.

(2.5)

It should be noted, however, that the presented estimators are only
then optimal when the needed parameters are perfectly known. This
is not the case in a real implementation, of course, which can only
estimate the channel impulse responses, for example. Nevertheless, we
accept the computation of the best linear estimates as the specification
of the desired linear multi-user detector.

2.3.1 Best Linear Unbiased Estimation
An estimator is called unbiased when the expectation of the estimate dˆ
is equal to the true value of the unknown parameter d:
ˆ = d.
E{d}
The linear estimator with this property that minimizes (2.5) is
−1 H −1
dˆBLUE = (T H R−1
nn T ) T Rnn x

(2.6)

where Rnn is the second moment, or covariance matrix, of the random
variable n, which is assumed to have zero mean:
E{n} = 0 and E{nnH } = Rnn .
The estimator in (2.6) is called the “best linear unbiased estimator”
or BLUE. It is also known as the Gauss-Markov estimator, or as the
Minimum Variance Distortionless Receiver (MVDR).
When the noise is assumed to be white, its covariance matrix is given
by
Rnn = σn2 I
and (2.6) reduces to
dˆBLUE = (T H T )−1T H x = T +x.

(2.7)
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Equation (2.7) is also called the Least Squares solution of (2.4). The
matrix (T H T )−1T H is the pseudo-inverse T + of T when T has linearly
independent columns.
In our application, the noise n is considered white only when a single
antenna is used at the receiver. When multiple antennae are deployed,
Rnn contains spatial information about unmodeled users that can be
used to suppress their interference; see Section 2.3.3.

2.3.2 Best Linear Estimation
When the unbiasedness constraint is dropped, it is possible to derive an
estimator that might yield a smaller mean error than the BLUE. This
estimator is called the Best Linear Estimator (BLE) and is also known
as the Minimum Mean Squared Error estimator (MMSE).
The unknown vector d is now treated as a random variable as well
and with the assumption that both the random variable d and the
measurement x have zero mean,
E{d} = 0 and E{x} = 0,
the best linear estimator is
dˆBLE = Rdx R−1
xx x
where

(2.8)

Rdx = E{dxH } and Rxx = E{xxH }.

Using the model (2.4), one can quickly confirm that indeed E{x} = 0
when both E{d} = 0 and E{n} = 0. Furthermore, the second moments Rdx and Rxx can be computed to be
Rdx = Rdd T H

and Rxx = T Rdd T H + Rnn

where Rdd = E{ddH } is the covariance matrix of the random vector d.
Plugging these results into (2.8) yields
dˆBLE = Rdd T H (T Rdd T H + Rnn )−1x.
This expression can be rewritten into a form that is structurally similar to the BLUE expression (2.6) [37]:
−1 −1 H −1
dˆBLE = (T H R−1
nn T + Rdd ) T Rnn x.

(2.9)
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The covariance of the data will be assumed to be E{ddH } = σd2 I
where σd is known. This is justified for data sequences that are free
of redundancy, as it is the case for outputs of ideal source coders, say.
However, for data sequences that stem from channel coders that explicitely add redundancy for error correcting purposes, this assumption
might not be ideal.
With the additional assumption that n is white, equation (2.9) can
again be simplified considerably:
dˆBLE = (T H T + σn2 /σd2I)−1T H x.

(2.10)

As already mentioned for the BLUE, the assumption Rnn = σn2 I will
only be made for the case of M = 1 antenna at the receiver.
The BLE usually yields better results than the BLUE at only few
additional operations. It does, however, require the estimation of the
parameter σn even for white noise.

2.3.3 Space-Time Estimation
In addition to noise that is assumed to be uncorrelated in time, the
vector n contains the interference from users that are not considered
in the system model. These users can leak from neighboring cells, for
example.
With multiple antennas at the receiver, it is possible to estimate the
directions of arrival of the interfering users and use this information to
derive a noise covariance matrix Rnn that describes the spatial scenario.
Using this Rnn with the BLUE (2.6) or BLE estimator (2.9) will enhance
the estimation result by suppressing the parts of the received signal x
that have arrived from the directions of the interferers.
In fact, when estimating Rnn , one does not need to first estimate the
geometric directions of arrival. It is possible to find Rnn directly from
Rxx and Rdd according to
Rnn = Rxx − T Rdd T H .
See [19] for further considerations on how to estimate Rnn . In this
text, we will only show how to incorporate a non-trivial Rnn into the
multi-user detection algorithms once it is available.
Both estimators (2.6) and (2.9) make use of the inverse of Rnn . Since
Rnn is a positive definite matrix, its inverse can be expressed with the
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help of its lower triangular Cholesky factor Lnn :
Rnn = Lnn LH
nn

⇒

−H −1
R−1
nn = Lnn Lnn .

Substituting this into (2.6), for example, results in
−1
−1 H −H −1
dˆBLUE = (T H L−H
nn Lnn T ) T Lnn Lnn x

which can be rewritten as
+
dˆBLUE = (T̃ H T̃ )−1T̃ H x̃ = T̃ x̃

where

T̃ = L−1
nn T

and x̃ = L−1
nn x.

The multiplication by the triangular matrix L−1
nn can of course be carried
out by performing a back substitution with Lnn .
The BLUE for a non-trivial Rnn can thus be transformed into a BLUE
with Rnn = I by computing suitably weighted T̃ and x̃, an approach
that is known as “pre-whitening”. However, the structure of the new
matrix T̃ does not need to inherit the structure of T , and from the
viewpoint of an algorithm designer, the new problem might be much
worse than the old one. Fortunately, it is possible to restrict the structure of Rnn so that T̃ will have the same structure as T , namely the
one depicted in Figure 2.9.
Rnn can be usefully approximated by separating it into a purely temporal part Rtt , and a purely spatial part Rss [19]. For the specific
construction of the system matrix in Section 2.2, this separation can be
expressed by writing Rnn as
Rnn ≈ Rtt ⊗ Rss

with Rss ∈ CM ×M .

Furthermore, the interference can be assumed to be uncorrelated in time
and Rtt can thus be approximated by σt2I. This reduces the problem
of estimating Rnn to estimating Rss and σt , which should be simpler.
But more importantly, the above approximations allow the promised
retention of the structure of the system matrix. The inverse Cholesky
factor Lnn of the approximated Rnn is
−1
−1
L−1
nn = σt I ⊗ Lss

with Lss LH
ss = Rss .

Since the size of Rss is typically quite small, the Cholesky factorization
of Rss results in few operations, compared to the effort needed for the
rest of the linear estimator. Furthermore, it can be seen from
−1
)T
T̃ = (σt−1I ⊗ Lss

30

2 Linear Multi-User Data Detection

that T̃ does indeed inherit the Block-Toeplitz structure of T since
(σt−1I ⊗ L−1
ss ) is a block-diagonal, Block-Toeplitz matrix with matching
block size.
Since T̃ and T have the same structural characteristics, we will use
the symbol T for both of them in the following and will not consider
space-time processing explicitly in the upcoming discussions.

2.3.4 Unified Formulation and the Singular Case
The previous considerations can be gathered into a condensed statement
of the core task of our linear multi-user detector: It has to compute
dˆ = (T H T + σ 2 I)−1T H x.
The parameter σ is either equal to σn /σd for the BLE, or it is set to zero
for the BLUE. The matrix T is either directly constructed from channel estimates and spreading codes, or it is additionally weighted with
information about the spatial scenario, as explained in Section 2.3.3.
However, the inverse of T H T + σ 2I is not guaranteed to exist for
σ = 0. In that case, it exists if and only if T has full column rank.
Moreover, the condition number of T H T is usually of more importance
than its rank as it affects the numerical quality of the results of the
computation. Even when T has full column rank, its columns might be
very close to being linearly dependent.
A bad condition number usually results when users are received with
hugely different powers, as with the near/far effect. In the extreme case,
the matrix T will be rank deficient when a user is completely shadowed
and not received at all.
When T is rank deficient, the best linear (unbiased) estimate still
exists and it can be computed by using the pseudo-inverse in place of
the inverse [31, 37]:
dˆ = (T H T + σ 2 I)+T H x.

(2.11)

2.4 Simulations
The following chapters will achieve much of their reductions of the
computational requirements by only computing an approximation to
the best linear estimates presented in Equation (2.11) above. To justify these approximations, their performance is studied in a simulated
UTRA TDD system.

2.4 Simulations
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We will generally show results for two basic configurations of the simulation program: The first uses a channel that is held constant during
one burst and uses perfect knowledge of the channel at the receiver;
the second includes a channel that varies within one burst and uses a
simple channel estimator.
The first configuration presents an idealized scenario where the parameters for computing the best linear estimate are perfectly known and
is mainly of interest since it represents the best case for the algorithms.
This scenario is called “easy”.
However, a time-invariant channel and the perfect knowledge of it at
the receiver is not a realistic assumption. The second configuration is
therefore intended to show the behavior of the ‘best’ linear estimate and
the various algorithms when they are supplied with non-perfect data.
This scenario is called “hard”.
The basic parameters for the simulated system are taken from the
3GPP UTRA TDD standard [1]. In the main text, results for the
high chiprate option are shown; Appendix C contains result for the low
chiprate option. Only the physical channels are considered; no error
correction coders or source coders have been included and no power
control is performed. The transmitted bursts are always of type 1.
There are 7 transmitting stations and they use orthogonal spreading
codes of length 8 with scrambling.
In the uplink, each user is allocated its own midamble and is transmitted over its own channel model. In the downlink, all users are summed
at the transmitter and are allocated a common midamble for the transmission over the single downlink channel. The midambles allow for a
channel length of 57 chips. Multiple antennas are used neither in the
uplink nor the downlink.
This setup results in the specific parameters for the system matrix
T listed in Figure 2.12. To get a feeling for the actual structure of the
resulting system matrix, the figure also shows a matrix T according
to the listed parameters that is drawn ‘to scale’. Each user uses two
resource units, where a resource unit corresponds to a spreading factor of
length 16 and 61 information symbols per data block. For each resource
unit, 1 000 000 information bits have been simulated, corresponding to
about 4000 bursts per user.
The two configurations of the simulated system feature two slightly different channel models. The hard configuration uses a tapped delay line
with fixed delays, fixed mean relative amplitudes of the taps, and tap
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K
M
Q
P
W
L
N

T =

14
1
16
16
57
5
61

Number of active codes
Number of antennas at the receiver
Spreading factor
Effective diversity factor
Length of channel impulse response
Length of MIMO impulse response
Number of information symbols

T ∈ C1040×854
Figure 2.12: The matrix T and its parameters for the simulated system.

weights that are computed to approximate a “Jakes” Doppler spectrum.
Figure 2.13 shows a histogram of the actual Doppler frequencies that occurred in the simulations. The easy configuration uses the same tapped
delay line with fixed delays, fixed mean relative amplitudes but the tap
weights come directly from a Rayleigh process with a flat Doppler spectrum. Since the channel is held constant during one time slot, carefully
simulating the time variance of the channel is not needed and using simple Rayleigh fading taps helps to keep the channel realizations uniform
in a concrete simulation run.
The tap delays and mean relative amplitudes are set according to
Table 2.2. They correspond to Case 3 of the 3GPP TDD evaluation
environment.
The Rayleigh taps are implemented by drawing two random numbers from a normally distributed source whenever a new tap is needed,
weighting them so that they have the desired mean amplitude and using
them as the real and imaginary parts of the tap weight.

-100

-50

0
50
Doppler frequency in Hz

100

Figure 2.13: Histogram of the actual Doppler frequencies that occurred in the simulations.
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Delay in ns 0 260 521 781
Relative Amplitude in dB 0 −3 −6 −9
Table 2.2: Tap delays and relative amplitudes of the channel model.

A Doppler tap d(t) is the result of summing n subtaps si (t), where
each subtap is an elementary rotator:
n

1 X
d(t) = √
si (t) with si (t) = ej(2πfi t+φi) .
n i=1
The parameters fi and φi for each subtap are initialized so that d(t) has
the desired Doppler spectrum. For the classical spectrum, they can be
computed as
fi = −fdmax cos(πui) and φi = 2πvi ,
where ui and vi are drawn from random sources that are uniformly
distributed between 0 and 1 [23]. The parameter fdmax is the maximal
Doppler frequency. For the simulations, it has been fixed at fdmax =
92 Hz, corresponding to a mobile velocity of about 50 km/h for a carrier
frequency of 2 GHz. Each tap from Table 2.2 is derived from n = 50
subtaps.
While the Rayleigh taps are refreshed only once for every time slot,
the Doppler taps are updated ten times. Thus, the channel changes
about every 250 chips. To cover more of the channel state space, only
one slot is simulated per frame.
Since one of the selling points of the multi-user detector is its ability
to combat the near/far problem in a CDMA mobile radio system, four
of the seven active users are transmitted at 10 dB above the remaining
three users.
The random sources used to implement the channel model and the
data source are implemented with the method recommended in [28].
They are seeded in the same way for each simulation run so that only
the investigated parameter (such as the noise level) varies between data
points. This means that for a given parameter value, the different multiuser detection algorithms receive the exact same input data and all
differences between their outputs are due to the differences in the algorithms.
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The midambles for UTRA TDD have been chosen such that the channel impulse responses of all channels can be estimated by performing a
cyclic correlation [56]. This method has been implemented in the simplest possible way: for each received time slot, the correlation is performed and the resulting channel impulse responses are used directly in
the multi-user detector. No thresholding is performed of taps that are
below the noise floor, and no attempt has been made to enhance the
estimation results via higher order statistics of the time variance of the
channel, for example.
The simulation results are presented as a plot of bit error ratio Pb versus
Eb/N0 , the energy per bit Eb in relation to the average energy per noise
sample N0. The Eb/N0 value is measured for each simulation to get
reliable results in the face of randomly changing channels. To this end,
the average energy Es per sample of the signal at the output of each
uplink channel is measured. The energy per bit is then Eb = Qk Es /2
since each data symbol is made up from Qk samples (where Qk is the
spreading factor of user k), and each QPSK symbol contains 2 bits.
For the downlink, the average energy is likewise measured at the output of the single channel, and it is assumed that all users are responsible
for an equal share of it. For example, when data for four users are transmitted in the downlink over one antenna, each user is assumed to have
a signal power of one fourth of the power at the output of the downlink
channel. This assumption is not completely accurate since the contribution of the midamble is not considered. However, as with all systematic
errors in the simulation program, the effect is deterministic due to the
use of pseudo random numbers and influences all results for a given
noise level in exactly the same way. Thus, the simulation results for different algorithms can be meaningfully compared even in the presence
of misestimation of the Eb /N0 value.
Unless noted otherwise, the bit error ratio Pb is the arithmetic mean
of the respective bit error ratios of the three weak users. The four strong
users are detected as well, but their bit error ratios are not shown since
the weak users represent the critical case.

2.4.1 Results for the Exact Best Linear Estimators
Figure 2.14 shows simulation results for the two presented linear estimators. They have been implemented by directly computing Equations (2.7) and (2.10). The matrix inversion has been carried out via a
Cholesky factorization of T H T or T H T + σ 2I, respectively, and subse-
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Figure 2.14: Simulated bit error ratio PB for the exact best linear estimators for
the easy and hard configuration of the simulated system. The dashed lines show the
performance of a single-user transmission (K = 1, Q = 1) in the hard (top) and easy
(bottom) configuration using the BLE as the receiver.

quent back substitution. The basic arithmetic operations were implemented according to the IEEE double precision floating point standard.
Thus, these simulation results are taken to be representative for the exact linear estimators.
As could be expected, the BLE performs slightly better than the
BLUE and both yield much better results in the easy scenario than
in the hard one. The more advanced algorithms and implementation
techniques presented in the following chapters will be measured against
these results and we will usually accept a degree of approximation that
yields bit error ratios that are subjectively close enough to the exact
curves.
To show the performance of the multi-user detector compared to a
simpler alternative, Figure 2.15 contains the bit error ratios for a RAKE
receiver where every possible finger is realized. Such a receiver computes
its estimates according to
dˆRAKE = T H x.

(2.12)

No near/far effect was present in Figure 2.15: all users have been transmitted with the same power. This has been done to allow the RAKE
receiver to yield useful results.
It can be seen that the fully populated RAKE receiver cannot compete with the two best linear estimators for low noise levels in a UTRA

36

2 Linear Multi-User Data Detection
100

10−1
Pb
10−2
Easy, no Near/Far, RAKE
Easy, no Near/Far, BLUE
Easy, no Near/Far, BLE

10−3
0

4

8
12
Eb /N0 in dB

16

20

Figure 2.15: Comparison of the “fully populated RAKE” with the best linear estimators. No near/far effect.

TDD system. However, in a very noisy environment, the RAKE is able
to produce better estimates than the BLUE. The BLE, on the other
hand, is able to produce estimates of at least the same quality as the
RAKE for high noise levels. This is expected, since the BLE achieves
the minimal error variance of all linear estimators, including biased ones
such as the RAKE.

2.5 Estimation in the Downlink
As already explained briefly in Section 2.2.1, when no beamforming is
performed at the base station, it is possible to write the system matrix
for the downlink direction as
T = HC

such that

x = HCd + n.

(2.13)

Multiplication by C expresses the spreading for all active codes and
their superposition. When orthogonal spreading codes are used, C
contains orthogonal columns. To simplify the following considerations,
we will assume without loss of generality that the spreading codes are
also normalized:
C H C = I.
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The matrix H is the convolution matrix of the channel that links the
single antenna at the base station with the single antenna of the mobile.
It is tempting to deduce from this factorization that one should be
able to first equalize the channel and then perform a simple despreading of the then orthogonal chip sequences. To see why this is not in
general equivalent to the best linear estimators presented above, let us
consider the simple case of equation (2.7), the BLUE for white noise.
We will also assume that the channel matrix H has full column rank.
The separate channel equalization and subsequent despreading would
proceed according to
dˆSEP = C H H +x
while the true BLUE would compute its estimate as
dˆBLUE = (HC)+x.
Both estimators are unbiased since H + H = I for a H with full column
rank, E{n} = 0 and consequently
E{dˆSEP } = E{C H H +x} = C H H +HCd + C H H + E{n} = d.
Since dˆBLUE is the unique linear estimate with the minimum error variance of all unbiased estimates, dˆSEP must either have a larger error
variance or be equal to dˆBLUE . It is only equal in general when
C H H + = (HC)+.

(2.14)

Identity (2.14) can only hold when C is a unitary matrix. This can
be shown by making use of the following general property of the pseudoinverse [31]:
+
(AB)+ = B +
1 A1

with B 1 = A+ AB

and A1 = AB 1 B +
1.

Invoking this rule with A = H and B = C and noting that C + = C H ,
H
we arrive at B +
and
1 =C
(HC)+ = C H (HCC H )+.
Plugging this result into (2.14) and noting that the pseudo inverse is
unique, we find that dˆBLUE = dˆSEP only for
H = HCC H .
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Figure 2.16: Simulated bit error ratio Pb for the downlink, easy scenario. Only the bit
error ratio of the first user is shown, since it is present in all simulated configurations.
Eb /N0 = 12 dB.

As H has been assumed to have full column rank, this identity only
holds for CC H = I. Thus, C must be unitary in addition to fulfilling
the weaker requirement C H C = I.
In other words, separately equalizing the channel and then despreading the chip sequences is only equivalent to the best linear estimate
when the system is fully loaded, i. e., when all available spreading codes
are in use (K = Q). One can also follow that separately equalizing
the channel will only give the error variance of a fully loaded system,
regardless of how many codes are actually used, since the same estimates will be computed for a given user in all cases. The real BLUE,
however, is able to improve its performance when the system has less
multiple-access interference.
It should be noted that this result implies that even for a CDMA
system where the receiver only detects a single code and treats the contribution from all other codes as white noise, the implementation of the
receiver as channel equalization followed by despreading is not optimal.
A combined approach should provide better results at a comparable
computational effort.
Figure 2.16 shows downlink simulation results for a varying number of
active users. The Eb/N0 is fixed at 12 dB and the easy configuration of
the simulation program is used. The top curve shows that the separate
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channel equalization and despreading is indeed not able to improve its
performance when the number of used resource units decreases. The
BLUE, however, yields better bit error ratios in less busy scenarios, as
shown by the bottom curve.

2.6 Summary
The previous sections have shown that the aspects of the uplink and
downlink of a UTRA-TDD mobile radio system that are relevant to
linear multi-user detection can be coerced into the linear model
x = Td + n
where (estimates for) x and T are known and the unknown vector d represents the data symbols that are to be recovered at the receiver. Additionally, some information about the noise vector n might also be known
in the form of approximations of its covariance matrix Rnn = E{nnH }.
For the case of multiple antennas at the receiver, Rnn contains information about the spatial environment of the considered radio cell and
can be used to reduce the inter-cell interference.
Two linear estimators have been presented that will compute estimates dˆ for d from the knowledge of x, T and Rnn . For the considered
approximations of Rnn , the two linear estimators can be implemented
by computing
dˆ = (T H T + σ 2 I)+ T H x.
The parameter σ is computed as σn/σd , where σn is the standard deviation of the elements of the noise vector n and σd is the standard
deviation of d; this is the “Best Linear Estimator”, BLE. When σn is
unknown, σ is set to zero, yielding the “Best Linear Unbiased Estimator”, BLUE.
For the downlink, the system matrix T can be factored into a matrix that models the effect of spreading, and one that models the radio transmission over a point-to-point channel. However, it has been
shown that the best linear estimator for the channel alone is inferior to
the best linear estimator for the whole system. Treating the channel
independently will always give the performance as if the system were
fully loaded, while the best linear estimator can improve its results for
not-fully loaded systems.
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3 DSP-Oriented Algorithms
The previous chapter has left us with the task of computing
dˆ = (T H T + σ 2 I)+ T H x.
Doing this naively requires a lot of computational resources. This and
the following two chapters will therefore present methods and algorithms to compute dˆ or approximations to it in efficient ways.
This chapter focuses on algorithms that are a good fit for implementations based on a single or a few Digital Signal Processors (DSPs). The
algorithms are designed with the assumption that the processors can
follow complex control flows and can randomly access a sizable amount
of memory.
We will first present a simple algorithm that is based on the Cholesky
factorization of T H T + σ 2 I. The algorithm exploits part of the structure of T , namely the band structure, but it makes only indirect use
of the Block-Toeplitz structure. This leads us to the next approach
which is based on the Levinson-Durbin algorithm. This algorithm was
specifically designed to work with Toeplitz structured matrices.
For both algorithms, variants are shown that only compute approximations. Simulation results are presented that justify these modifications to the true estimators.
Generally, the algorithms do not compute the (pseudo) inverse of T H T +
σ 2 I and then multiply by it. Rather, the problem is restated as solving
the system of linear equations
(T H T + σ 2I)dˆ = T H x
which will usually be abbreviated as
S dˆ = b

(3.1)

with S = T H T + σ 2 I and b = T H x.
Also, recall from the previous chapter that a burst consists of one
midamble framed by two blocks of information symbols. For each such
block, we have to solve one system of equations. But when the channel is
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assumed to be constant for the whole burst, both blocks are governed by
the same system matrix T . This leads to two systems of equations that
are mostly identical, except for their right hand sides. It is more efficient
to solve these systems together. We will respect this when talking about
the actual number of operations performed by an algorithms, but we will
generally neglect it when deriving the algorithm itself. Working with
two right-hand sides gives no additional insights into the algorithm, but
makes its exposition less clear.

3.1 Cholesky MUD
The most basic way to solve a system of linear equations is the familiar
Gauss algorithm [57]. It gradually transforms the system into a triangular form and then finds the values of the unknowns one by one via
a back substitution against the triangular matrix. The transformation
of the coefficient matrix of the system of equations, S, into triangular
form can be expressed using matrix notation as
GS = U

(3.2)

where U is upper triangular. The matrix G describes the transformations performed by the Gauss algorithm. It is lower triangular. Equation (3.2) can be rewritten as
S = G−1 U = LU

with

L = G−1.

This is the equally familiar LU factorization of a square matrix. When
the factored matrix is hermitian, it is possible to perform the LU factorization in such a way that L = U H . Since S in (3.1) is indeed
hermitian, we can find the symmetrical factorization
S = U HU,
which is called the Cholesky factorization of S. The upper triangular
matrix U is then called the Cholesky factor of S.
The Cholesky factorization can be used to solve the system of equations (3.1) with two back substitutions:
dˆ = U −1(U −H b).
The two substitution operations are implemented in Figure 1.1 as Programs subst and substh, respectively. Together with Program chol
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U ← chol(S)

Cholesky factorization.

Given a hermitian, positive semi-definite matrix S ∈ Cn×n , compute a matrix U ∈ Cn×n such that U H U = S and U is upper
triangular. When a diagonal element of U is computed to be
smaller than ǫ (a global parameter), it is set to zero and the
whole corresponding row should be treated as being zero as well.
The row itself is not explicitly set to zero.
for i from 1 upto n
t ← S[i, i]
for k from 1 upto i − 1
t ← t − (U [k, i])H U [k, i]
if t < ǫ2
U [i, i] ← 0
else
√
U [i, i] ← t
for j from i upto n
t ← S[i, j]
for k from 1 upto i − 1
t ← t − (U [k, i])H U [k, j]
U [i, j] ← t/U [i, i]
Figure 3.1: The chol program [14].

in Figure 3.1, we can thus compute dˆ using the following four step
procedure:
S ← T H T + σ2I
b ← T Hx
(3.3)
U ← chol (S)
dˆ ← subst (U , substh (U , b))
Usually, the Cholesky factorization is only defined for positive definite
matrices. In that case, the inverses of U and U H are guaranteed to
exist. However, the matrix S might also be positive semi-definite or
it might be numerically close to being semi-definite. The Cholesky
algorithm can be extended to cope with this situation in a natural way.
The result is shown in Figure 3.1. While carrying out the algorithm,
an ill conditioned input matrix S results in diagonal elements of the
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factor matrix U that are very small. These diagonal elements and the
corresponding row can be set to zero in U . The product U H U of the
resulting matrix is still equal (or close) to S. Rows in U that are
entirely zero contribute nothing to the product U H U and can therefore
be removed from U without invalidating the equation S = U H U . The
chol program does not explicitly remove all-zero rows; it only sets the
diagonal element to zero as a flag that the whole row should be ignored.
In the sequel, we will assume that these all-zero rows have been removed
so that U has full row-rank.
Although U still exists when S is positive semi-definite, its inverse
−1
U does not since U is singular in that case. According to Chapter 2,
we need to compute S + in place of S −1 in this case. The pseudo-inverse
of S can be expressed in terms of U as
S + = U +U +H .

(3.4)

The identity (AB)+ = B + A+ is generally not true: a necessary
condition for its validity is for example A+ ABB + = BB + A+A [31].
One sufficient condition is AH = B, which can be proved by considering
the singular value decompositions of A and B. Equation (3.4) can then
easily be derived by letting AH = B = U .
Unlike the multiplication with U −1, the multiplication with U + can
unfortunately not be done with a simple back substitution process (except in an important case, see below). One way to proceed is to compute
the right-QR decomposition of U that is defined according to
U = Ũ Q with Ũ upper triangular, non-singular and QQH = I
and use it to express the pseudo-inverse of U as
U + = U H (U U H )−1
= QH Ũ H (Ũ QQH Ũ H )−1
= QH Ũ −1 .
Thus, once the right-QR decomposition of U has been computed, we
can multiply with U + by performing a back substitution against Ũ and
applying the orthogonal transformation QH . Both the decomposition
and the transformation are quick to compute when S is missing only a
few ranks.
But even better, when S is rank-deficient in a real scenario at all, it
is highly likely that the reason for it is that whole columns of T are
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zero due to the complete blocking of some users. Likewise, it is near
rank-deficient when the difference in signal strengths between the users
is very large, as in a severe near/far scenario. In that case, the process
to multiply with U + outlined above can be simplified greatly.
When whole columns of T are zero, the corresponding column in U
will be zero as well, together with the diagonal element in that column
and the corresponding row. The QR decomposition will merely remove
these all-zero columns and rows in U and no actual computation is
necessary for the decomposition itself or for applying QH . Furthermore,
the corresponding elements of b = T H x will be zero as well. Thus,
these all-zero columns and rows in U are easy to incorporate into the
back substitution process: The corresponding elements of the solution
vector can be set to zero. Programs subst and substh already behave
according to this reasoning.
This approach is equivalent to removing the columns from T that are
zero, or close to zero, until a positive definite S remains. But as we have
seen, it is easy to combine this process with the Cholesky factorization
itself and the explicit removal of columns from T as a pre-processing
step is not needed.
When columns of T are linearly dependent without being zero, the
factor matrix U will have zero diagonal entries that belong to columns
that are not all-zero. When that is the case, the QR decomposition
method from above needs to be used to find the best linear estimate.
However, one could argue that the improvements achieved this way do
not warrant the added complexity of the implementation. Instead of
performing the QR decomposition, one could simply assume that all
relevant columns are zero, whether that is actually the case or not.
The computed solution will then not be the best linear estimate, but
it will differ from the best linear estimate only in those elements that
correspond to the columns in T that are linearly dependent.
To illustrate, consider the case where four codes are active, corresponding to matrices ti that have four columns. Now assume that the
second column of T (corresponding to code 2) happens to be a multiple
of column 3 (corresponding to code 3), say by a factor of 0.01. The
multi-user detector will not be able to separate code 2 and 3, but codes
1 and 4 will be received as if no linear dependence would be present
between the columns of T . However, the best linear estimate, using
the right-QR decomposition to multiply with U + , will take the relative
reception strength of the codes into account and will produce a usable
estimate for code 3. It is not able to remove the interference of code 2
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from the received signal of code 3, but since the interference is weak,
the result might still be adequate. Code 2, on the other hand, is overwhelmed by interference from code 3 and cannot be recovered with a
linear approach.
The alternative method implemented in the programs does not take
such a close look at the situation. It arbitrarily removes codes from the
model until it has full rank. In our example, code 3 would be removed
since it is linear dependent with code 2 and codes are considered one
by one. Thus, no usable estimate would be produced for code 3, and
code 2 would be drowned in the interference of code 3. Compared to
the best linear estimate, we have lost code 3. As a response to this, one
could sort the codes from strongest to weakest prior to constructing the
matrix T . That way, Program chol would always remove the weaker
codes.
Thus, the best linear estimate is indeed better than what is shown
in the programs. However, the advantage is limited to fringe situations
that will not be happening significantly often [34]. In the simulations,
S was always positive definite, for example.

3.1.1 Exploiting the structure of T
Except positive (semi) definiteness, the Cholesky algorithm does not
require its input matrix to have additional properties. However, the
matrix T has a rich structure, as shown in Figures 2.9 and 2.12 and we
should try to exploit it.
The derived matrices S and U will inherit some aspects of the structure of T . The precise structure of S is easy to determine: it is a
hermitian, band-structured, Block-Toeplitz matrix. Figure 3.2 shows
the partitioning of S that we are going to use often in the sequel. In
order to compute S, one only needs to compute si for 1 ≤ i ≤ L.
When following the process of computing the Cholesky factor U from
S, one can see that U inherits the band structure of S. Thus, not all
of U needs to be computed or stored, as large parts are known to be
zero. However, the Block-Toeplitz structure of S is lost during the
factorization. Figure 3.2 also exhibits these facts. Since U has no
Block-Toeplitz structure, it does not suffice to only compute u1,j , the
blocks in the first row. The blocks in the remaining rows, ui,j , are not
equal to the corresponding ones of the first row: ui,j 6= u1,j−i+1.
However, as can be seen in Figure 3.3, the difference between ui,j
and ui+1,j+1 decreases for increasing i. The convergence is the faster
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Figure 3.2: The internal structures of S = T H T +σ 2 I and U and their partitionings.

the smaller the band is in the matrices S and U . Therefore, we might
not need to compute the blocks ui,j in block row i for i greater than
a certain limit d. All block rows for i ≥ d are assumed to be equal
to block row d: ui,j = ud,j−i+d . We call the limit d the “depth” of
the computation. This limit is an additional parameter of the multiuser detector and is kept constant during a simulation run. We could
alternatively measure the convergence of the computed block rows and
stop when kui,i − ui+1,i+1k, say, drops below a specified threshold. This
is not done since a fixed number of computed block rows is easier to
reflect in the computational requirements of the algorithm.
Program cholapprox in Figure 3.4 incorporates this idea and also explicitly avoids accessing and computing matrix elements that are known
100
Hard, BLUE
Easy, BLUE

10−2
mean of
kui,j − ui+1,j+1 k 10−4

10−6
0

10

20

30
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50

i
Figure 3.3: Mean norm of differences between consecutive block rows. The values
are from a simulation of the BLUE at Eb /N0 = 12 dB.
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U ← cholapprox(S, d)

Approximate Cholesky factorization.

Like chol, but U H U only approximates S. S and U are assumed to have the structures depicted in Figure 3.2. Only the
first K rows and the first (L + 1)K columns of S are accessed.
The known zeros of U are not computed or stored.
Only the first d block rows of U are computed. The remaining
ones are copied from the last computed block row.
for i from 1 upto dK
∆ = ⌊(i − 1)/K⌋K
t ← S[i − ∆, i − ∆]
for k from max(1, j − LK + 1) upto i − 1
t ← t − (U [k, i])H U [k, i]
if t < ǫ
U [i, i] ← 0
else
√
U [i, i] ← t
for j from i upto min(i + LK − 1, N K)
t ← S[i − ∆, j − ∆]
for k from max(1, j − LK + 1) upto i − 1
t ← t − (U [k, i])H U [k, j]
U [i, j] ← t/U [i, i]
for i from dK + 1 upto N K
for j from i upto min(i + LK − 1, N K)
U [i, j] ← U [i − K, j − K]

Figure 3.4: The cholapprox program.

to be zero. Furthermore, the Block-Toeplitz structure of S is taken into
account by only accessing the first block row of it.
How effective this approximation method actually is can be seen in
Figure 3.5. Already d = 3 computed block rows out of N = 61 suffice to
achieve the performance of the unapproximated Cholesky factorization
in the easy configuration and d = 5 block rows suffice for the hard
configuration. Figure 3.6 confirms that these depths work for a range
of Eb /N0 values.
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100
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Hard, BLE
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Depth, d
Figure 3.5: Simulated bit error ratio Pb for the Cholesky MUD, put against the
depth d. The performance of the exact estimators are indicated by the dashed lines.

Therefore, we now have a method that allows us to only compute
about 1% to 2% of the elements of U while still attaining a performance
comparable to that of a fully computed U .
Computing block rows and stopping after a specified number of them
is not the only way to approximate the true U . The convergence behavior observed in Figure 3.3 is not limited to the difference between block
rows. For example, the same behavior can be found when looking at
block columns [36, 66]: we could assume that ui,j = ui−j+d,d for j > d.
This point of view does not significantly change the program; it only
influences which blocks are computed and which are copied. As it turns
out, the computation of whole rows (as done in Program cholapprox)
is advantageous when compared to the computation of whole columns
in terms of computational effort [66].

3.1.2 Computational Requirements
To be able to compare the computational efficiency of algorithms, we
need a way to quantify this efficiency. Ultimately, we are interested
in a real implementation on real hardware that meets the given realtime requirements and we want to compare it in terms of its power
consumption, cost, size, and design effort, for example.
It is beyond the scope of this work to produce a working, reasonably
optimized implementation for each presented algorithm, and we there-
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Figure 3.6: Simulated bit error ratio Pb for the Cholesky MUD, compared to the
exact estimates (dashed).

fore have to retreat to a more abstract and less realistic treatment of
efficiency.
A common approach is to concentrate on the dominant fundamental operations of an algorithm (floating point multiplication, say) and
study the asymptotic behavior of the number of needed operations as
selected parameters (the number of active codes, say) go to infinity.
We will express statements of this kind in ‘big-Theta’ notation, which
is explained in Appendix B. The expression m = Θ(n2) means that
m grows quadratically when n grows linearly. One also says that the
computational complexity of the considered algorithm is Θ(n2).
When neglecting any internal structure of the system matrix T , and just
treating it as an unstructured m×n matrix, we can quickly arrive at the
asymptotic characteristics of the number of multiplications needed to
compute dˆ according to the procedure in (3.3). The results are shown
in Table 3.1.
In addition to expressions in n and m, the table above also contains
the computational complexities in terms of the system parameters from
Figure 2.9. It can be read from the table that the complete algorithm is
Θ(N 3 ) when all other parameters are independent from N , for example.
The precise numbers of complex multiplication that are needed can
also be determined easily. Table 3.2 summarizes the results.

51

3.1 Cholesky MUD
T HT
T Hx
chol(S)
substh(U )
subst(U )

Θ(mn2)
Θ(mn)
Θ(n3)
Θ(n2)
Θ(n2)

Θ((N 3 + W N 2)QMK 2)
Θ((N 2 + W N )QMK)
Θ(N 3K 3)
Θ(N 2K 2)
Θ(N 2K 2)

Table 3.1: Asymptotic number of multiplications (unstructured).

T HT
m(n2 + n)/2
(N + ⌈(W − 1)/Q⌉)MQ(N 2 K 2 + NK)/2
T Hx
mn
(N + ⌈(W − 1)/Q⌉)MQN K
3
2
chol(S) (n + 3n + 2n)/6
(N 3K 3 + 3N 2 K 2 + 2N K)/6
substh(U )
(n2 + n)/2
(N 2 K 2 + N K)/2
subst(U )
(n2 + n)/2
(N 2 K 2 + N K)/2
Table 3.2: Concrete number of complex multiplications (unstructured).

1 × T HT
2 × T Hx
1 × chol(S)
2 × substh(U )
2 × subst(U )

379 688 400 77.9%
1 776 320 0.4%
104 170 920 21.4%
730 170 0.1%
730 170 0.1%
487 095 980

Table 3.3: Number of complex multiplications for the system parameters in Figure 2.12.

Using the system parameters from Figure 2.12, we arrive at the concrete numbers m = (N + L − 1)P = 1040 and n = N K = 854. Evaluating the expressions in Table 3.2 and taking into account that two
estimates dˆ must be computed for each system matrix T , we find that
we need to perform about 487 million complex multiplications per burst.
Table 3.3 splits this number into its constituent parts and also states
their relative contributions in percent.
It can be seen that for this very naive approach, the computations
related to S −1 do indeed account for more than 99% of the whole procedure and that the back substitutions play a very minor role. It might
be worth noting that the Cholesky factorization itself is not the most
expensive part; rather, the computation of S = T H T dominates the
task.
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Of course, the picture changes when the inner structure of T and of
the related matrices S and U is no longer neglected and the presented
approximations are taken into account. The expressions for computing
the needed number of multiplications are unfortunately no longer always as simple as they have been for the unstructured matrices. But
instead of simplifying the expressions as much as possible, we will often leave them in a form that can be straightforwardly related to the
algorithm that they belong to. In that way, it is easier to verify that
the expressions are indeed correct and it should also be easier to adapt
them when the algorithm itself is modified.
We will only show expressions for the number of real multiplications
since they are by far the most dominant arithmetic operation and suffice
to meaningfully compare the different algorithms. Practical implementations will of course need to consider additional issues such as memory
traffic but since it is difficult to make useful statements about these
things in an architecture independent way, we restrict us to counting
multiplications. The expressions will state the number of real multiplications and we assume that a complex/complex multiplication takes 4
real multiplications.
As examples, we present the derivation of the number of multiplications needed for computing S = T H T and for the approximated
Cholesky factorization in some detail. Other expressions can be derived along similar lines but details are not shown.
The computation of S = T H T requires only the computation of the
blocks si for 1 ≤ i ≤ L (Figure 3.2). Each unique K × K block in S
is the result of the ‘block inner product’ (i.e., a sum of matrix/matrix
products)
si =

L−i+1
X

tH
k tk+i−1 .

k=1

Additionally, the first block is known to be hermitian and thus only
its upper right triangular part needs to be computed. A general inner
product of length ℓ needs ℓ · 4K 2P real multiplications since the matrices involved in each individual matrix/matrix multiplication are of size
P × K and contain complex values. When only the upper right half of
a result is needed and the diagonal is known to be real, ℓ · 2K 2P real
multiplications suffice since we need to compute (K − 1)KP/2 complex
multiplications and K real ones. The inner product for the first block
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is of length L, that of the second block has length L − 1, and so on.
Thus, the computation of the structured S requires
min(L,N )
2

Msquare = L · 2K P +

X
i=2

(L − i + 1) · 4K 2P

(3.5)

real multiplications. Here and in the following, the notation M<sym>
refers to the number of real multiplications needed by the computation
indicated by <sym>. The matrix/vector multiplication T H x, which is
related to the fully populated RAKE receiver, needs
Mrake = 4N KLP

(3.6)

real multiplications.
Counting the multiplications of the approximated Cholesky factorization with Program cholapprox in Figure 3.4 is best done by pretending
that the factorization is computed block-wise as depicted in Figure 3.7.
The computation of a diagonal block ui,i then requires the computation of a hermitian ‘block inner product’ of a certain length ℓ followed
by a Cholesky factorization of an unstructured K × K matrix. The
inner product requires ℓ · 2K 3 real multiplications and the Cholesky
factorization can be carried out with Mfullchol real multiplications:
Mfullchol =

K
P

i=1

2(i − 1) +

K
P

j=i+1

4(i − 1)

= (2K 3 − 3K 2 + K)/3.



(3.7)

The computation of a non-diagonal block requires a block inner product (ℓ · 4K 3 multiplications) followed by a ‘block division’, i.e., a back
substitution of the result of the block inner product against the corresponding diagonal block. The back substitution of a single column
requires
K
X
Mfullsubst =
4(i − 1) = 2K(K − 1)
i=1

real multiplications.
As can be seen in Figure 3.7, the length of the inner product V iH V j
corresponding to block ui,j is i − max(0, j − L) − 1. The computation of
the wanted part of U then consists of computing ui,j for i = 1, . . . , d and
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Vi

Vj

max(0, j − L)
ui,i = chol(s1 − ViH Vi )

ui,j =

ui,i
ui,j

u−1
i,i (sj−i+1

−

ViH Vj )

(Mdiag )
(Minner )

L

Figure 3.7: Cholesky factorization with a block view.

j = i, . . . , i+L−1. This amounts to Mcholapprox complex multiplications
according to

Pmin(i+L−1,N )
P
Minner(i, j) ,
Mcholapprox = di=1 Mdiag(i) + j=i+1
Mdiag(i) = Mprod(i, i)/2 + Mfullchol,
(3.8)
Minner(i, j) = Mprod(i, j) + KMfullsubst,
Mprod(i, j) = (i − max(0, j − L) − 1) · 4K 3.
The remaining two back substitution steps can likewise be handled
easily when adopting a block view of the process where each inner block
is multiplied once with a vector of length K and each diagonal block
is used for one K × K back substitution with one vector. Since there
are (L/2 + (N − L))(L − 1) inner blocks when L ≤ N , we arrive at the
following number of real multiplications:

Msubst = min N (N − 1)/2, (L/2 + (N − L))(L − 1) · 4K 2
(3.9)
+ N Mfullsubst.
Table 3.4 gathers the results. It can be seen from the symbolic expressions that the algorithms keep their complexity classes with respect to
the number of active codes K. For example, the Cholesky factorization
still takes a number of multiplications that is in Θ(K 3). This can be
expected since K essentially determines the size of the unstructured
blocks in S. However, the number of multiplications of the complete
multiuser detection now grows only linearly with N . Thus, the dominant parameter as far as the computational requirements are concerned
is the number of active codes.
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Computation

Symbol

1 × T HT
Msquare
H
2×T x
Mrake
1 × cholapprox(S) Mcholapprox
2 × substh(U )
Msubst
2 × subst(U )
Msubst

Expression
(3.5)
(3.6)
(3.8)
(3.9)
(3.9)

d=5
156 800
546 560
384 510
411 320
411 320
1 910 510

8.2%
28.6%
20.1%
21.5%
21.5%

d=3
156 800
546 560
170 338
411 320
411 320
1 696 338

9.2%
32.2%
10.0%
24.2%
24.2%

Table 3.4: Number of real multiplications of the Cholesky MUD, for two levels of
approximations as determined by the parameter d.

The absolute values in Table 3.4 show that exploiting the band and
Toeplitz structure of T is indeed very rewarding. Instead of 487 million
complex multiplications, we need only some 1.7 million real multiplications, corresponding to about 450 thousand complex ones. Also, the
work load is much better balanced between the individual parts. This
is beneficial when the computation should be partitioned and implemented with multiple processors.
Furthermore, it should be noted that the computation of b = T H x
amounts to about one third of the complete joint detector. In other
words, the (approximated) joint detector is only about three times as
expensive as the fully populated RAKE receiver but does of course
attain a significantly better bit error ratio.
Despite its relative simplicity, the Cholesky MUD is able to take advantage of the structural characteristics of the matrices in the problem
formulation. It achieves a tremendous reduction of its required computational resources via an approximation of the true result that does not
significantly impact the quality of the data detection.
The rest of this chapter will investigate a method to solve Equation (3.1) that is based on an algorithm that has been specifically developed for Toeplitz structured systems of equations and will be able to
exploit it directly without having to explicitly rely on approximations.

3.2 Levinson MUD
The Levinson-Durbin algorithm [14] is a well known way to solve a system of linear equations that involves a symmetric or hermitian Toeplitz
matrix. Like the Cholesky factorization, it makes heavy use of inner
products and is thus well suited for a multiply-accumulate architecture
such as a DSP. It is therefore a natural candidate for solving (3.1).
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However, the matrix S in that system, while properly being hermitian,
is not Toeplitz structured on a scalar level. The Toeplitz structure only
reveals itself when looking at the blocks si of S.
The Levinson-Durbin algorithm is therefore not applicable in its usual
text book form. But since S exhibits some kind of Toeplitz structure,
namely a Block-Toeplitz structure, the ideas underlying the LevinsonDurbin algorithm should be transferable to our problem. We show
that this is indeed the case, by deriving a variant of the algorithm for
Block-Toeplitz matrices. We will find that this algorithm, too, can be
modified in a straightforward way to only compute an approximation of
the true estimate, at considerable lower cost than the unapproximated
algorithm.

3.2.1 Derivation of the Algorithm
The Levinson-Durbin algorithm in its most basic form computes the
solution to a system of linear equations S ′ d′ = b′ where S ′ ∈ Cn×n is a
hermitian, positive-definite Toeplitz matrix. It does this in a recursive
manner, by computing the solution to a (k + 1) × (k + 1) subproblem
from the solution of the k × k subproblem. For k = 1, the single
linear equation is trivial to solve and because of the structure of S ′ ,
going from k to k + 1 requires only Θ(k) multiplications. The final
solution is reached with k = n and is therefore available with only
Θ(n2) multiplications.
This can be compared to the Θ(n3) computational complexity of a
Cholesky factorization of S ′ . Judging from the complexity classes of the
unmodified algorithms alone, we expect the Levinson-Durbin approach
to be significantly cheaper than the algorithm based on the Cholesky
factorization.
Before we can compare absolute numbers, we must first formulate the
promised variant of the Levinson-Durbin algorithm that can cope with
the structure of the matrix S in (3.1). Let us therefore start to re-derive
the algorithm from scratch by first solving the prediction problem
S k Yk = −Rk

with


s1
 H
s
S k =  .2
 ..
sH
k

s2
s1
...
···


· · · sk
. . . ... 

∈ CkK×kK
... s 
2
sH
s1
2

(3.10)



s2
 s3 
kK×K

and Rk = 
.
 ...  ∈ C
sk+1
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The matrix S k is the leading kK × kK submatrix of the BlockToeplitz, hermitian matrix S from Equation (3.1). The matrices si
represent the individual blocks of S. We know from Figure 3.2 that
si = 0 for i > L, but we will not make use of that knowledge yet.
The recursion step, computing Yk+1 from Yk (and maybe additional
auxiliary parameters), can then be stated as solving







Sk
E k Rk Vk+1
Rk
Vk+1
=−
,
Yk+1 =
α
s
αk+1
RH
E
s
k+1
k+2
1
k
k
for Vk+1 and αk+1. Here, E k refers to the block exchange matrix according to:


IK
 ∈ RkK×kK ,
E k = E ′k ⊗ I K = 
...
IK
where E ′k and I K denote scalar exchange and identity matrices, respectively:




1
1
E ′k =  . . .  ∈ Rk×k and I K =  . . .  ∈ RK×K .
1
1
We can quickly find that

−1
Vk+1 = −S −1
k Rk − S k E k Rk αk+1 .

We know from (3.10) that −S −1
k Rk = Yk but the presence of E k in
the second term needs closer inspection. The derivation of the scalar
Levinson-Durbin algorithm makes use of the fact that a Toeplitz matrix
is per-symmetric. Such a per-symmetric matrix is symmetric about its
anti-diagonal. This property can be expressed using the appropriate
exchange matrix. When S ′ ∈ Ck×k is Toeplitz, then
S ′ = E ′k S ′T E ′k

and therefore

S ′−1E ′k = E ′k S ′−T .

Unfortunately, S k does not fulfill the property S k = E k S Tk E k that
−1
would allow us to simplify S −1
k E k Rk to E k S k Rk = −E k Y k . It turns
out that we cannot use the usual transpose operation (·)T to express the
fact that a block Toeplitz matrix is block per-symmetric. For that we
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need the slightly unusual block transpose (·)T [K] (for block size K × K)
defined according to:




a11 a21 · · · an1
a11 a12 · · · a1n
. 
. 


.
.
 a12 a22 . . .. 
 a21 a22 . . .. 
T [K]
,
⇒ A
= . .
A= . .
. . . . . ... 
. . . . . ... 

 ..

 ..
a1n · · · · · · ann
an1 · · · · · · ann

with aij ∈ CK×K . Note that while the block aij is exchanged with
aji during the block transpose, the blocks themselves are not internally
transposed, as it would be the case for the scalar transpose operation.
Using this new operation, the block per-symmetry of S k can be stated
as
S k = E k S̄ k E k

⇔

−1

S −1
k E k = E k S̄ k

T [K]

with S̄ k = S k

.

−1
We can therefore replace S −1
k E k Rk with E k S̄ k Rk , which is not really an obvious improvement since we cannot learn much about S̄ −1
k Rk
from (3.10).
One can try to setup a second prediction problem

S̄ k Ȳk = −Rk
−1

that tracks S̄ k Rk . This prediction problem tells us to solve







S̄ k
E k R̄k V̄k+1
Rk
V̄k+1
=−
,
Ȳk+1 =
H
sk+2
ᾱk+1
ᾱk+1
s1
R̄k E k
with



s1

s
S̄ k =  .2
 ..
sk


H
sH
·
·
·
s
2
k
.
.
.
.
. . 
s1

. . . . . . sH 

2
· · · s2 s1


sH
2

 sH
3 
and R̄k = 
 ...  .
sH
k+1


However, when doing so one quickly finds that this prediction problem
needs the knowledge of S −1
k R̄k , which is not available. Fortunately, we
can change the original prediction problem to
S k Yk = −R̄k ,
which will give us this knowledge. This changed prediction problem
−1
still requires only the knowledge of S̄ k Rk , which is available from the
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second prediction problem. Thus, taken together, these two problems
can be solved recursively in lock-step.
The real goal, of course, is to recursively solve
S k d¯k = b̄k ,
ˆ The right hand side b̄k consists of
which ultimately leads to d¯N = d.
the first kK elements of the right hand side b of (3.1) according to
 
 
b1
b1
b2 
 b2 
,
 . ,
bi ∈ CK .
(3.11)
b̄
=
b=
.
k
 .. 
 .. 
bk
bN

As with the scalar Levinson algorithm, all information needed to solve
this system efficiently is readily available from the solution of the two
prediction problems.
This ‘Dual-Durbin’ approach is the same as the one used for deriving the Levinson-Durbin algorithm for non-symmetric, non-hermitian
Toeplitz matrices [14]. Thus, another way to describe the situation is
to say that S is not block-symmetric and can therefore not be treated
with a single prediction problem.
In summary, we have to derive efficient ways to solve for Vk+1, αk+1,
V̄k+1, ᾱk+1, Wk+1 and µk+1 in

h
i
i
i
h
i
h
h
ih
S̄ k
E k R̄k V̄k+1
Sk
E k Rk Vk+1
R̄k
Rk
= − sH
=− s
H
α
ᾱ
RH E
s
k

k

1

k+1

R̄k E k

k+2

Sk
E k Rk
RH
E
s1
k
k

h

ih

i

s1

h

Wk+1
b̄
= bk
µk+1
k+1

k+1

k+2

i

The recursions for Vk+1, V̄k+1, and Wk+1 are then

Vk+1 = Yk + E k Ȳk αk+1
V̄k+1 = Ȳk + E k Yk ᾱk+1
Wk+1 = d¯k + E k Ȳk µk+1

(3.12)

The parameters αk+1, ᾱk+1 and µk+1 can be computed in a similar fashion. The derivation is straightforward and we simply state the results:
H
−1
H
αk+1 = (RH
k Ȳ k + s1 ) (−sk+2 − Rk E k Y k )
H

H

ᾱk+1 = (R̄k Yk + s1)−1(−sk+2 − R̄k E k Ȳk )
H
−1
¯
µk+1 = (RH
k Ȳ k + s1 ) (bk+1 − Rk E k dk )

(3.13)
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These relations (together with suitable starting values) would suffice
to compute d¯N = dˆ with Θ(N 2) multiplications. However, just as
with the scalar Levinson-Durbin recursions, the computation of αk+1,
ᾱk+1 and µk+1 can be simplified by introducing two additional recursion
parameters, β k and β̄ k , for the terms in (3.13) that need to be inverted.
The derivation works by expanding, for example, β k+1 = RH
k Ȳ k + s1
with values from one step back in the recursion and noticing that this
expression can be simplified considerably. The results are:
β k+1 = β k (I K − αk ᾱk )
β̄ k+1 = β̄ k (I K − ᾱk αk )
Each recursion step needs as input the values Yk , Ȳk , d¯k , αk , β k , ᾱk ,
and β̄ k . For the first step, they can be initialized as
β 1 = s1

β̄ 1 = s1
−1

H
α1 = −β −1
ᾱ1 = −β̄ 1 s2
1 s2
Y 1 = α1
Ȳ1 = ᾱ1
d¯1 = β −1b1
1

Before collecting these results into a detailed program, we will consider
some improvements that are made possible by the fact that S is hermitian and has a strong band structure.

3.2.2 Refinements and Approximations
It is not immediately apparent from the expressions above, but β k and
β̄ k are always hermitian and also positive semi-definite when S is positive semi-definite (which it is by construction). When S is positive
definite, β k and β̄ k are positive definite as well. To see why this is the
case, consider the equation [14]


 


I
0
Sk
E k Rk I E k Ȳk
Sk
.
=
H
β k+1
0
I
s1
Ȳk E k I RH
k Ek
The left hand side consists of the product X H S k+1X and since S k+1 is
hermitian, the right hand side and consequently βk+1 must be hermitian
as well. Furthermore, the matrix X in the left hand side product has
a zero-dimensional null-space and therefore the right hand side is then
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positive (semi) definite when S k+1 is positive (semi) definite. Since all
S k are positive (semi) definite when the complete S is positive (semi)
definite, β k+1 must be positive (semi) definite as well. A similar argument can be made for β̄ k .
−1
Thus, the inverses β −1
k and β̄ k are guaranteed to exist when S is
positive definite and the multiplication with these inverses can be implemented via a Cholesky factorization with Program chol, followed
by two back substitutions with Programs subst and substh. When
S is positive semi-definite, the inverses do not exist, but we will again
assume that the way the programs cope with this situation is sufficient
in practice.
Also, we know from Figure 3.2 that si = 0 for i > L. This can be
immediately exploited by shortening the block inner products implied
by expressions that involve Rk or R̄k . Furthermore, the band structure
of S leads to a beneficial convergence in some parameters, just as the ui,j
blocks of U converged in the Cholesky algorithm. One can observe in
Figure 3.8 that αk quickly approaches zero in the course of the LevinsonDurbin algorithm, for example. Assuming that αk and ᾱk are exactly
zero for k ≥ d1, it is easy to see that (for k ≥ d1 ) β k = β d1 , β̄ k = β̄d1 ,
and that Yk and Ȳk can be trivially constructed from Yd1 and Ȳd1 ,
respectively, by appending the right amount of zero blocks. Thus, the
recursion steps for the two prediction problems do not need to be carried
out explicitly when the parameters αk and ᾱk are assumed to be zero.
As previously, the parameter d1 is said to control the “depth” of the
computation.
The fact that Yk and Ȳk now contain known zeros in their lower rows
allows one in turn to also shorten the updating computations of (3.12).
With a little leap of faith, one can go further and shorten these updates
100
mean of
kαk k

10−2
10−4
0

20

40

60

k
Figure 3.8: Mean norm of αk during the Levinson-Durbin iterations. The values are
from a simulation of the BLUE in the easy configuration with Eb /N0 = 12 dB.
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beyond d1 : instead of exploiting only the fact that rows with an index
greater than d1 K are zero, it might work to assume that in fact rows
greater than d2K with d2 < d1 are zero.
Furthermore, we can observe that there are two kinds of updates
involving Yk and Ȳk : one where they are used to compute d¯k+1, and
one where they are used to update themselves for the next iteration.
They do not necessarily need to share the same depth d2. Therefore,
we will use d2 as the depth for updating Yk and Ȳk and an additional
depth parameter d3 for updating d¯k .
Incorporating these ideas into the Levinson-Durbin algorithm results
in Program lev as shown in Figure 3.9. In the program, the prediction
vector Yk is implicitly stored as Yk T = [y 1 · · · y k ]. Likewise, Ȳk is
stored in ȳ i and d¯k is stored in di.

3.2.3 Simulation Results
The sweeping assumptions in the previous section demand a verification
by simulations that vary the parameters d1, d2, and d3 . Instead of
performing a search for the global optimum, we will conduct a more
informal investigation of the general behavior of the Levinson MUD
when the parameters change. This will give more insight into their
influence and will allow us to formulate more practical rules for their
selection.
Figure 3.10 shows the effect of reducing the primary parameter d1
when looking at the diagonal edge of the surface where d1 = d2 = d3 .
It can be seen that it is indeed possible to attain good results with low
values of d1: For the BLE estimator in the easy scenario (the best case
of the four scenario/estimator combinations) the choice d1 = 3 seems
possible, representing a reduction to about 5% from its maximum of
61. The BLUE estimator in the hard scenario (the worst case) is not as
successful, but it can still work with d1 = 6, a reduction to about 10%.
Figure 3.10 also shows the effect of letting d2 = d3 and varying their
common value together with d1. It can be seen that for a given value of
d2 = d3, increasing d1 does not lead to an improvement in the bit error
ratio Pb . Also, it is not possible to trade one for the other: increasing
d1 and at the same time decreasing d2 and d3 always leads to a loss in
performance. A first rule of thumb is therefore
d1 = max(d2, d3).

(3.14)
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dˆ ← lev((s1 , . . . , sL ), (b1 , . . . , bN ), d1, d2 , d3 )

Levinson MUD.

Given the blocks si ∈ CK×K of S = T H T + σ 2 I according to Figure 3.2
and the blocks bi ∈ CK of b = T H x according to Equation (3.11), compute
an approximation to dˆ = S −1 b. Additional parameters d1 , d2 , and d3 with
d2 , d3 ≤ d1 control the amount of approximation. Setting d1 = d2 = d3 = N
will result in an exact solution.
The program makes use of auxiliary matrices β, β̄, t, y i , ȳ i ∈ CK×K ,
1 ≤ i ≤ N − 1, and of the vectors di ∈ CK , 1 ≤ i ≤ N.
β, β̄ ← s1
y 1 ← −β −1 sH
2
−1
ȳ 1 ← −β̄ s2
d1 = β −1 b1
for k from 1 upto N − 1
if k < d1
β ← β(I − y k ȳ k )
β̄ ← β̄(I − ȳ k y k )
dk+1 ← bk+1
for i from 2 upto min(L, k + 1)
dk+1 ← dk+1 − sH
i dk+2−i
−1
dk+1 ← β dk+1
for i from max(1, k − d2 + 1) upto k
di ← di + ȳ k+1−i dk+1
if k < min(d1 , N − 1)
y k+1 ← −sH
k+2
ȳ k+1 ← −sk+2
for i from 2 upto min(L, k + 1)
y k+1 ← y k+1 − sH
i y k+2−i
ȳ k+1 ← ȳ k+1 − si ȳ k+2−i
y k+1 ← β −1 y k+1
−1
ȳ k+1 ← β̄ ȳ k+1
for i from max(1, k − d3 + 1) upto k
t ← yi
yi
← yi
+ ȳ k+1−i y k+1
ȳ k+1−i ← ȳ k+1−i + t ȳ k+1
 T
T
dˆ ← d · · · dT
1

N

Figure 3.9: The lev program.
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Figure 3.10: Simulated bit error ratio Pb for the Levinson MUD, put against the
approximation parameters d1 and d2 = d3 . The top surface corresponds to the BLUE
estimator in the hard scenario and the bottom surface represents the BLE estimator
in the easy configuration. The Eb /N0 ratio has been fixed at 12 dB.

Figure 3.11 shows what happens when d2 and d3 are varied independently, using (3.14) to determine d1 at each data point. It can be seen
that reducing d3 has little or no influence on the bit error ratio and it can
be chosen as low as 1 or 2. The parameter d2, on the other hand, cannot be reduced as drastically without significantly affecting the quality
of the estimate. Comparing Figure 3.10 and 3.11, one might conclude
that d2 is primarily responsible for the attained performance level. We
will therefore use the following ad-hoc rule to relate the approximation
parameters:
d1 = d2 ,
d3 = ⌈ 31 d2 ⌉.
(3.15)

More investigations are clearly needed before accepting this rule in general. However, Figure 3.12 shows simulation results for the usual range
of Eb /N0 values. It can be seen that the performance of the Levinson MUD is generally acceptable except for high Eb/N0 values in the
easy scenario. The errors introduced by the approximations seem to
dominate the estimates in that region.

3.2.4 Computational Requirements
With the selection of the approximation parameters d1 , d2 , and d3 in
the previous section, we are now ready to present the computational re-
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Figure 3.11: Simulated bit error ratio Pb for the Levinson MUD, put against the approximation parameters d2 and d3 with d1 = max(d2 , d3 ). The top surface corresponds
to the BLUE estimator in the hard scenario and the bottom surface represents the
BLE estimator in the easy configuration. The Eb /N0 ratio has been fixed at 12 dB.

quirements of the complete algorithm and compare it with the Cholesky
MUD from section 3.1.
In order to arrive at manageable expressions for the needed number
of multiplications, we divide the whole algorithm into several parts and
subparts. These parts are identified in Figure 3.9 near the right margin.
When taking into account that we need to compute two data block
estimates for one channel estimation, the number of real multiplications
needed for the execution of the Levinson MUD can be derived as shown
below:
Mlev(d1, d2, d3) = Minit + Miters(d1, d2, d3)
Minit = Mfullchol + (4K + 2)Mfullsubst
Miters(d1, d2, d3) = d1Mbeta-up +

NP
−1

Md-up(k, d2) +

k=1

min(d1P
,N −1)−1
k=1

My-up(k, d3)

(3.16)
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Figure 3.12: Simulated bit error ratio Pb of the Levinson MUD for a range of Eb /N0
values using (3.15) to determine the approximation parameters d2 and d3 from d1 .
The dashed lines show the performance of the exact best linear estimators.

The updating computations corresponding to Mbeta-up, Md-up and My-up
require the following amounts of real multiplications:
Mbeta-up = 2(Mfullchol + 2 · 4K 3)

Md-up(k, d2) = 2Mvec-up(k, d2)

My-up(k, d3) = KMvec-up(k, d3)
Mvec-up(k, d) = (min(L, k + 1) − 1) · 4K 2 + Mfullsubst
+ (k − max(1, k − d + 1) + 1) · 4K 2
The relevant expressions for the computational requirements of the
Levinson MUD are shown in Table 3.5. Absolute numbers are given
for the two considered sets of the approximation parameters.
Computation

Symbol

Expression

1 × T HT
2 × T Hx
1 × lev(S, b)

Msquare
Mrake
Mlevapprox

(3.5)
(3.6)
(3.16)

d1 = d2 = 6
d1 = d2 = 3
d3 = 2
d3 = 1
156 800 6.9%
156 800 9.6%
546 560 24.0%
546 560 33.6%
1 569 806 69.1%
922 194 56.7%
2 273 166
1 625 554

Table 3.5: Number of real multiplications of the Levinson MUD for the two sets of
approximation parameters d1 , d2 , and d3 used in Figure 3.12.

3.3 Comparison of Cholesky MUD and Levinson MUD
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3.3 Comparison of Cholesky MUD and
Levinson MUD
Comparing Table 3.4 and Table 3.5, we find that the Levinson MUD
uses slightly more multiplications than the Cholesky MUD when both
use their most aggressive approximation levels. This might not be
what one has expected since the Levinson-Durbin algorithm has been
painfully derived to explicitly exploit the Block-Toeplitz structure of
the system matrix while the Cholesky algorithm can only indirectly
exploit it via approximations. At least for the considered simulation
parameters and the level of approximation that they allow, the number
of multiplications—together with its ease of implementation—speak in
favor of the Cholesky MUD.
As expected, both algorithms need Θ(K 3) multiplications since the
number of resource units K determines the size of the unstructured
blocks in the central matrix S. Considering the second parameter
that determines the size of this matrix, the number of symbols N ,
the plain Cholesky algorithm needs Θ(N 3) multiplications when no
band-structure would be present and when no approximations would
be performed. In the same situation, the Levinson-Durbin algorithm
for Block-Toeplitz matrices requires only Θ(N 2) multiplications.
However, when the band structure is taken into account, the Cholesky
MUD can reduce its computational complexity to Θ(N ) even when no
approximations are included. In the same situation, the Levinson MUD
remains Θ(N 2). Thus, the band structure has a stronger effect on the
computational complexity than the explicit exploitation of the BlockToeplitz structure with the Levinson-Durbin algorithm.
When the approximations are activated, the computational complexity of the Cholesky factorization itself becomes independent from N ,
but the subsequent back substitutions remain Θ(N ). The same happens with the Levinson MUD: the effort required for the two prediction
problems no longer depends on N , but the updating of the solution vector still takes Θ(N ) multiplications. Therefore, using the more complicated Levinson-Durbin algorithm seems to offer no advantage compared
to the simpler Cholesky factorization, neither in terms of computational
complexity, nor when looking at absolute numbers of multiplications.
The asymptotic advantage of the Levinson-Durbin algorithm can still
be found, however. Figure 3.13 shows the behavior of the required
number of real multiplications when the channel length W increases up
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Figure 3.13: Number of real multiplications of the two algorithms put against the
length of the channel impulse response W .

to about (N − 1)Q + 1 where the matrices S and U have lost their band
structure. The approximation parameters have been optimistically fixed
at d = 5 and d1 = d2 = 6, d3 = 2, respectively. It can be seen that
the Levinson-Durbin algorithm copes much better with this than the
Cholesky algorithm.
Thus, the Cholesky algorithm is only computationally cheaper than
the Levinson-Durbin algorithm when a short channel impulse response
or a large spreading factor lead to a sufficiently strong band structure in
the central matrices S and U . This is the case for the system parameters
of the considered UMTS TDD mobile radio system. The value W = 57
used in that system lies to the left of the crossover point W ≈ 90.

3.4 Summary
We have presented two algorithms that are well suited to an implementation on generic, off-the-shelf DSP processors. Both can achieve a
large reduction of their computational requirements by employing suitable approximations to the true result of (3.1).
Of the two algorithms, the simpler one is based on the Cholesky
factorization of the central matrix S and is consequently called the
“Cholesky MUD”. The Block-Toeplitz structure of S has not directly
been paid attention to during the derivation of this algorithm. Contrarily, the second algorithm, based on the Levinson-Durbin algorithm
for Toeplitz matrices and called the “Levinson MUD”, explicitly exploits this structure and achieves a computational complexity of Θ(N 2 )

3.4 Summary
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whereas the Cholesky factorization is Θ(N 3 ). The Levinson-Durbin
algorithm might therefore be expected to attain lower computational
requirements.
However, the exploitation of the band structure in S and the approximations lead to a stronger reduction in computational complexity
than the direct exploitation of the Block-Toeplitz structure of S. Both
algorithms can lower their complexity to Θ(N ) multiplications in this
way.
The width of the band in T , S, and related matrices is determined
by the ratio of the radio channel impulse length to the spreading factor:
a short channel impulse response or a large spreading factor lead to a
small band. Although the favorable Θ(N 2) complexity of the LevinsonDurbin algorithm has been lost to the band structure, its ability to
exploit the Block-Toeplitz structure of S makes it less susceptible to an
increase in the width of this band, both directly and indirectly when a
larger band dictates less aggressive approximations.
Thus, the Levinson MUD keeps its theoretical advantage over the
Cholesky MUD. For the specific parameters of the considered UMTS
TDD model of Section 2.4, however, the band turns out to be so small
and the approximations so effective that the Levinson MUD cannot
compete with the Cholesky MUD in the number of multiplications.
The relative ease of implementing the Cholesky MUD together with
the fact that it leads to a balanced work load when it is partitioning
among three or four DSP cores makes it a compelling candidate for the
implementation of the linear multi-user estimators on a DSP platform.
The Levinson MUD algorithm stands ready to take over when the system parameters would force the Cholesky MUD to be too inefficient due
to its ignorance of the Block-Toeplitz structure of the system matrix.
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4 FFT-Based Algorithms
This chapter investigates an algorithm that is based on the same ideas as
the familiar fast convolution method, using the well known Fast Fourier
Transform (FFT) as the basic computational device. As we will see, the
FFT can transform the problem of multiplying with a cyclic convolution
matrix to the easier problem of multiplying with a diagonal matrix.
Likewise, computing the pseudo-inverse of a cyclic convolution matrix
can be transformed into computing the pseudo-inverse of a diagonal
matrix.
We will formalize this idea, extend it to non-cyclic MIMO convolution
matrices like T and show how this extension can be used to compute
an approximation to the linear estimate presented in Chapter 2,
dˆ = (T H T + σ 2 I)+ T H x.

(4.1)

The overlap-add method will provide ideas that can be used to further
improve the resulting algorithm, which we will call the “Fourier-MUD”.
Fortunately and in contrast to the Levinson MUD from the previous
chapter, the Fourier MUD is not only asymptotically more efficient than
the simple Cholesky MUD, but also uses significantly less operations
when counting them concretely. However, we will see that it is not able
to compute the exact best linear estimates, no matter how much effort
it spends. This drawback is not fatal for the UTRA TDD model, but
it should be kept in mind when applying this method to other tasks.

4.1 Cyclic Deconvolution with FFT
The well known fast convolution method [40, 47] can be used in its most
basic form to efficiently compute the convolution of a finite sequence x
of length n with an infinite but repeating sequence h with periods of
length n. Such a convolution is also called a cyclic convolution. The
result of the cyclic convolution is again an infinite, periodic sequence
with periods of length n, denoted by y.
Let the vector h = [h1 h2 · · · hn ]T ∈ Cn contain the elements of one
period of the sequence h and let x, y ∈ Cn contain the elements of the
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sequence x and one period of y, respectively. The result of the cyclic
convolution can then be expressed in matrix notation as


h1 hn · · · h2
.

.
 h2 h1 . . .. 
(4.2)
y = Hx
with
H = . .
. . . . . hn 
 ..

hn · · · h2 h1

The matrix H is a circulant matrix: when going from one column
to its right neighbor, the elements are rotated down by one position.
Additionally, the first column is a rotated copy of the last column.
Consequently, a circulant matrix is always Toeplitz and square.
The computation of y as a matrix/vector product requires n2 multiplications when the structure of H is not exploited. The fast convolution method reduces this number to Θ(n log n) by transforming x and h
into the frequency domain where the convolution can be performed by
a point-wise multiplication of their spectra. The sequence y can then
be found by transforming the resulting spectrum back into the time domain. In this basic form, the method works only when one sequence is
infinite and periodic since otherwise its spectrum would not be discrete
and could not be accurately computed with the FFT, which performs
a Discrete Fourier Transform (DFT).
Again using matrix notation, we can express the discrete Fourier
transform of the vector x into xF as a matrix/vector product using
the Fourier transform matrix F(n) ∈ Cn×n:
xF = F(n) x

with

F(n) [i, k] = ω (i−1)(k−1),

2π

ω = e− n j

where j denotes the imaginary unit. The matrix F(n) contains the weight
factors (or ‘twiddle’ factors) of a DFT of length n. The product F(n) x
can be efficiently computed with the FFT algorithm. This can for
example be expressed by finding various ingenious ways to factorize
F(n) [32], but we will not consider this in detail here. We will merely
keep in mind that the computation of the matrix/vector product F(n) x
needs only Θ(n log n) multiplications instead of the usual n2.
The computation of y in the frequency domain can be expressed as
−1
y = F(n)
ΛF(n) x

with

Λ = diag(F(n) h) ∈ Cn×n

(4.3)

where diag(z) with z ∈ Cn denotes the construction of a diagonal n × n
matrix that contains the elements of z on its diagonal. Multiplying
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the diagonal matrix Λ with the vector F(n) x corresponds to the pointwise multiplication of the two spectra. The subsequent multiplication
−1
with F(n)
then transforms the result back into the time domain with
an inverse DFT that can again be implemented as an inverse FFT with
Θ(n log n) multiplications.
Comparing (4.3) with (4.2), we can find the factorization
−1
H = F(n)
ΛF(n)

and hence

−1
F(n) HF(n)
= Λ.

Since this construction works for any circulant matrix H, we have rediscovered the fact that circulant matrices can be diagonalized with the
Fourier transform matrix. A matrix factorization of the form
A = XΛX −1

(4.4)

where Λ is a diagonal matrix is generally called the eigenvalue decomposition of A [57]. The connection to eigenvalues is easy to see when
rewriting (4.4) slightly:


λ1

 


λ2
AX = XΛ → A x(1) x(2) · · · = x(1) x(2) · · · 
...

where x(i) is the ith column of X and λi denotes the ith value on the
diagonal of Λ. Clearly, the x(i) are the eigenvectors of A and the λi are
the corresponding eigenvalues.
The eigenvalue decomposition of circulant matrices can be found by
first observing that all such matrices can be written as


0 1
n


.
X
 0 .. 
n+1−k
hk P
with
P =
H=
.
(4.5)
. . . 1


k=1
1
0
The eigenvalues φi of P are the roots of det(P − φI) = 1 − φn which
are the nth complex roots of 1: φi = e2πj(i−1)/n for i = 1, 2, . . . , n. The
(i)
(i)
corresponding eigenvectors x(i) = [x1 · · · xn ]T can be determined
from
 (i) 
  (i) 

(i)
(i)
0 1
x2 = φi x1
x1
x1
 (i) 
  (i) 

(i)
(i)
.
x3 = φi x2
x 2 
 0 . .  x2 
  = φi  ..  ⇒

..
. . . 1
 . 
  ... 

.
(i)
(i)
(i)
(i)
1
0
x1 = φi xn
xn
xn
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Since the length of eigenvectors can be chosen arbitrarily, we can let
(i)
x1 = 1/n and from this it follows immediately that
(i)

2π

/n = e n j(i−1)(k−1)/n = ω −(i−1)(k−1)/n.
xk = φk−1
i
−1
Putting everything together and noting that (F(n)
)[i, k] = ω −(i−1)(k−1)/n,
we have thus shown that the eigenvalue decomposition of P is of the
form
T

−1
P = F(n)
ΦF(n)
with
Φ = diag( φ1 · · · φn ).
(4.6)
−1 ℓ
Furthermore, it is easy to see that P ℓ = F(n)
Φ F(n) and consequently

H=

n
X

−1 n+1−k
hk F(n)
Φ
F(n)

k=1

which can be rewritten as
H=

−1
F(n)
ΛF(n)

with Λ =

n
X



hk Φn+1−k .

k=1

In other words, the eigenvectors of circulant matrices are the columns
of the inverse Fourier transform matrix. Since these eigenvectors are
known from the outset, one can compute the corresponding eigenvalues
−1
λi by computing Λ = F(n)
HF(n) and thereby diagonalizing the matrix
H. However, we know from (4.3) that the λi are more easily obtained
from F(n) h, the transformation of the first column of H. This can be
confirmed by considering that since F(n) H = ΛF(n) , the first columns
of both sides must be equal in particular:

  0  
λ1
λ1
ω
0
 ω  = λ2 
λ2
since ω 0 = 1.
F(n) h = 
..
..
...
.
.
Although the connection between the Fourier transformation of periodic sequences and the eigenvalue decomposition of circulant matrices
is certainly interesting, it is not really essential for the discovery of the
fast convolution method. It does, however, provide additional insights
that can be put to good use when deriving related computational methods such as the equalization of sequences that have been subjected to
a cyclic convolution.
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Indeed, given y and h, it is easy to recover x when starting from the
matrix formulations in (4.2) and (4.3):
−1 −1
x = H −1 y = F(n)
Λ F(n) y.

From the eigenvalue decomposition, we can immediately see that H −1
is again a circulant matrix and that the inverse of a cyclic convolution
is thus again a cyclic convolution.
The method of fast cyclic convolution is therefore easily modified to
yield a method of fast cyclic deconvolution: instead of multiplying the
spectra point-wise, we divide them in an appropriate fashion. However,
two issues are holding back the application of this attractive method to
the problem of computing the linear estimate dˆ from (4.1): The matrix
T has a block structure instead of a structure on the scalar level, and
even when considering blocks, it is block-circulant but not block-square.
We will address these issues in turn by first presenting a fast convolution and deconvolution method for block structured systems and then
investigating the applicability of it to a linear, non-cyclic convolution
and its corresponding equalization.

4.2 Extension to Block-Circulant Matrices
The previous section has outlined how the FFT can be used to speed
up the computation of a single input, single output cyclic convolution.
For MIMO systems such as the considered CDMA mobile radio system, the method has to deal with vector valued sequences and matrix
valued impulse responses. It might not be immediately clear what the
spectrum of a periodic, matrix valued impulse response is, and how the
rules of SISO communication systems that relate time domain and frequency domain extend to it. Fortunately, the formulation of the fast
convolution method in linear algebra terms as done in the previous section allows us to quickly and confidently extend the method to MIMO
systems anyway.
As has been explained in Chapter 2, a MIMO convolution can be
expressed as the usual matrix/vector product; the difference to a SISO
convolution is merely that the matrix now has a Block-Toeplitz structure instead of a (scalar) Toeplitz structure. A cyclic MIMO convolution
can likewise be expressed with a block-circulant matrix: For a system
with k inputs and m outputs and when the finite input sequences of
length n have been collected into the vector x ∈ Ckn and one period of
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length n of the output sequences are to be found in the vector y ∈ Cmn ,
the cyclic convolution can be written down as


h1 hn · · · h2
. 

.
 h2 h1 . . .. 
and hi ∈ Cm×k .
y = Hx with H =  . .

.
. . . . hn 
 ..
hn · · · h2 h1

Note that the blocks hi and thus H ∈ Cnm×nk are no longer necessarily
square. However, H can be considered to be block-square.
We need to find a way to efficiently compute the product Hx using
FFTs. The eigenvalue decomposition of H can no longer be computed
easily: its eigenvectors are no longer the columns of the inverse of a
Fourier matrix of appropriate size since H is no longer circulant. However, we are not really interested in the eigenvalues or eigenvectors of
H: the usefulness of the eigenvalue decomposition for circulant matrices stems only from the fact that it can be quickly computed and that
working with the resulting diagonal matrix is cheap as well.
Thus, our goal is not to diagonalize H completely; it should suffice
to find a factorization that can be computed efficiently (using FFTs,
of course) and whose factor matrices require significantly less effort to
work with than the original H.
The idea of extending the DFT to a Block-DFT provides us with
such a factorization. This extension can be derived by considering the
following way to express H which is similar to (4.5):
H=

n
X
ℓ=1

P n+1−ℓ ⊗ hℓ

Using the eigenvalue decomposition of P from (4.6), we can rewrite this
as
n
X
−1 n+1−ℓ
(F(n)
Φ
F(n) ) ⊗ (I (m) hℓ I (k) )
(4.7)
H=
ℓ=1

where some identity matrices of appropriate size have been placed around
hℓ to prepare for the next step.
The Kronecker product has the property
(AB ⊗ CD) = (A ⊗ C)(B ⊗ D)
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for arbitrary matrices A, B, C and D when the necessary matrix/matrix
multiplications exist. This property allows us to rewrite (4.7) as
−1
H = F(n,m)
ΛF(n,k)

with
F(n,ℓ) = F(n) ⊗ I (ℓ)

and Λ =

n
X
ℓ=1

(4.8)

Φn+1−ℓ ⊗ hℓ.

The matrix F(n,ℓ) implements the previously mentioned Block-DFT. Because of the factorization given in (4.8), it can be used to reduce H to
a block diagonal matrix Λ with


λ1


λ2

Λ=
and
λi ∈ Cm×k .
...


λn

Although it is not completely diagonalized, working with Λ (multiplying
with it, inverting it, etc) takes considerably less operations than working
with the full matrix H. Additionally, it is easy to see that multiplying
with F(n,ℓ) amounts to performing ℓ scalar DFTs of length n and can
thus be implemented with ℓ independent FFT operations.
The factorization (4.8) of H provides the desired savings: multiplying
−1
with F(n,k) or F(n,m)
can be done ‘at FFT speed’, and multiplying with
the block-diagonal Λ takes only nmk scalar multiplications instead of
the n2mk that would be needed for multiplying with H directly. Also,
using an argument similar to the one in the previous section, it can be
shown that the λi can be efficiently computed as
 
 
λ1
h1
 λ2 
 
 .  = F(n,m)  h.2 
(4.9)
 .. 
 .. 
λn
hn
More advanced operations such as computing the pseudo-inverse of
H can benefit from the diagonal form of Λ as well. Before we investigate this in more detail, however, we will deal with the fact that
Equation (4.1), whose computation is the ultimate task, does not originate from a cyclic convolution, but from a linear convolution of finite
sequences.
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4.3 Application to FIR Equalization
The best linear (unbiased) estimator B = (T H T + σ 2I)+T H does not
involve circulant matrices and it can thus not be directly computed with
the methods outlined above. In order to find a way to still be able to
use the FFT to compute this expression or an approximation to it, we
start with the related problem of efficiently computing the non-cyclic
(or linear) convolution x = T d.
Although T is not block-circulant, it can be embedded into a blocksquare, block-circulant matrix as shown in Figure 4.1. By appending
additional block-columns to T at the right, we can construct the matrix
T̃ that is block-square and contains T in its first columns. We will
denote the appended columns as T ′ , such that T̃ can be written as


T̃ = T T ′ .

The matrix T̃ is of size DP × DK with D = N + L − 1. When d is
similarly extended to d˜ ∈ CDK ,
 
d
d′ arbitrary,
d˜ = ′ ,
d
it is easy to see that

T̃ d˜ = T d + T ′ d′ .

Thus, simply letting d′ = 0 allows one to find the product T d by
˜ which in turn can be done cheaply since T̃ is blockcomputing T̃ d,
circulant. This is of course the well known method of zero padding
employed for computing a linear convolution with FFTs.
Unfortunately, the estimator B is not Block-Toeplitz and can thus
not be embedded into a block-circulant matrix. However, because of
the strong band structure in T , it is approximately Block-Toeplitz and
it can be embedded approximately into the block-circulant matrix
B̃ = (T̃ H T̃ + σ 2 I)+ T̃ H ∈ CDK×DP .

(4.10)

The desired estimate is then
dˆ = J B̃x

with



J = I 0 ∈ CN K×DK .

The matrix J selects the N K desired symbols from the DK symbols
delivered by the estimator B̃.

4.3 Application to FIR Equalization
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T
T̃

Figure 4.1: Embedding T into the block-circulant matrix T̃ .

It should be noted that the σ 2I term in (4.1) is derived from the
assumption that E{ddH } = σd2 I. However, when the system matrix
T is artificially extended to T̃ by appending columns to it, we can no
longer use the original covariance matrix of the data vector since we
need to artificially extend this data vector to d˜ as well when it is to be
used together with the extended system matrix. The most obvious way
to extend d to a vector d˜ that is of the right length is to append zeros
to d, as done above when computing the linear convolution T d.
However, this extension leads to a singular E{d˜d˜H } (which could be
dealt with) and in any case destroys the block-circulant structure of B̃
in (4.10). Therefore, the proposed estimator retains the form of (4.1)
and assumes E{d˜d˜H } = σd2 I.
Thus, we have re-formulated the two best linear estimators by replacing
the system matrix T in the expressions with its block-circulant extension T̃ . Figure 4.2 shows that this is indeed a valid approach for the
investigated UTRA TDD system. The modified estimators can attain
a performance that is comparable to that of the best estimators.
Indeed, it can be shown that J B̃ with σ = 0 is unbiased and attains
the minimum variance of all block-circulant estimators. See Appendix A
for a proof sketch.
The computation of these block-circulant estimators can be carried out
efficiently by using Block-Fourier transforms, as planned. We know that
the factorization
−1
T̃ = F(D,P
) ΘF(D,K)

exists and that the matrix Θ can be efficiently computed using (4.9).
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Figure 4.2: Simulated bit error ratio Pb for the block-circulant estimators; the label
“BLUE-style” corresponds to (4.10) with σ = 0 and “BLE-style” corresponds to
(4.10) with σ = σn /σd . The dashed lines show the performance of the exact best
linear estimators.
H
Together with the identity F(D,ℓ)
F(D,ℓ) = DI, substituting this factorization into (4.10) yields
H −H
σ2 H
+ H
D F(D,K) F(D,K) ) F(D,K) Θ F(D,P ) x
−H
H
−H
σ 2I)+ F(D,K)
F(D,K)
ΘH F(D,P
)x

H
dˆ = ( D1 F(D,K)
ΘH ΘF(D,K) +

=
=

−1
H
1
D F(D,K) (Θ Θ +
−1
F(D,K)
(ΘH Θ + σ 2I)+ ΘH F(D,P ) x.

(4.11)

The central expression (ΘH Θ + σ 2 I)+ΘH is again a block-diagonal
matrix and can thus be computed with less effort than the original
estimator in (4.1).

4.4 Overlapping
The length of the individual FFTs in (4.11) is D = N + L − 1. This
might be inconvenient when faithfully implementing the block-circulant
estimators since D might not be a ‘nice’ value for the target architecture.
For example, the parameters of the considered UTRA TDD model lead
to D = 61 + 5 − 1 = 65 which is quite unfavorable for an architecture
that works best with FFT lengths that are a power of two. Therefore,
it would be nice if the estimator could be further modified so that D
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Figure 4.3: Relative error in dˆ when using slices of length D = 8 and no overlap
(p+ = p− = 0) to estimate the complete vector of length N = 61 in the easy scenario
with Eb /N0 = 12 dB using a BLUE-style block-circulant estimator (solid curve). The
dashed curve corresponds to the true BLUE. The range k = 1, . . . , 6 selects the weak
users in the near/far configuration.

can be varied more freely instead of being dictated from the system
parameters.
Furthermore, one might try to reduce the computational requirements
by replacing one FFT of length D with two or three of length D/2, say.
When again using the fast implementation of a linear convolution as
a source of inspiration, this consideration (and the desire for reduced
latency) leads to the techniques of overlap-add and overlap-save.
The basic idea of the overlap-add technique is to express the result of
a convolution as the sum of a number of smaller convolutions [40, 47].
Each of these smaller convolutions can be implemented using FFTs with
a shorter length. Moreover, the size of the partial convolutions can be
freely chosen to match the requirements of the FFT implementation.
The convolution matrices corresponding to the smaller convolutions are
appropriately placed cutouts from the larger matrix that represents the
complete convolution, as indicated in Figure 4.4. Since the larger matrix
has a Toeplitz structure, these cutouts are identical. Therefore, only one
matrix needs to be transformed to diagonal form, leading to further
savings.
Trying to apply this idea to computing dˆ fails at first since the estimator (T H T + σ 2I)+ T H has no suitable structure: it has no exact
band structure that would allow its partitioning into smaller parts, and
it has no Block-Toeplitz structure that would make these parts identical. Essentially, each element of the estimate dˆ depends on all elements
of the observation x; it is not possible to exactly compute the first few
elements of dˆ from only the first few elements of x, say.
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However, because of the limited inter-symbol-interference in the original system, a given element of the estimate is not equally influenced
by all elements of the observation vector. One might expect that the
error made by computing only a part of the full vector dˆ from only a
suitable part of x can still be acceptable since the neglected part of x
ˆ In the following,
has only a small influence on the computed part of d.
these parts of vectors that are estimated independently will be called
“slices”.
Each of the slices of dˆ could then be computed with the method of
the previous section: the correspondingly smaller system matrix would
be extended to a block-circulant one in order to be able to use FFTs,
thereby introducing additional errors in comparison to the true best
linear estimator. We will, however, allow a more flexible selection of the
estimated symbols from the output of the block-circulant estimator: in
the previous section, the matrix J has always selected the first symbols;
now we will allow the selection of an arbitrary number of symbols from
the middle of a slice.
This is motivated by Figure 4.3, which exemplarily depicts the relative
distance of an estimated symbol to the true symbol. In the figure,
all symbols of the output of the block-circulant estimator have been
retained: the first 8K symbols in dˆ have been estimated from the first
8P samples in x, for example.
It can be seen that the relative error is especially large at the beginning and end of each slice, while the middle symbols achieve the same
low error niveau as the true best linear estimator. This systematic behavior of the mean relative error can be exploited by discarding known
bad symbols at the beginning and end of a slice and only keeping the
known good ones in the middle. The gaps of discarded symbols that
appear can be closed by moving the slices closer together so that they
overlap and so that the good symbols of one slice are directly adjacent
to the good symbols of the next.
Figure 4.4 illustrates this overlap-discard technique by showing two
steps of the process. As indicated in the figure, we will denote the
number of symbols that are discarded per user at the beginning of a
slice with p+ and the corresponding amount at the end with p− and call
them the “prelap” and the “postlap”, respectively. The precise program
for the process is shown below in Section 4.5.
As with all approximations that have been introduced into the various
algorithms, we use simulations to find specific values for the parameters
D, p− , and p+ that are acceptable for the considered UTRA TDD sce-
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dˆ

p+
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(s)
dˆ

x T

D

x(s)

T̃ (D)

slice s

slice s + 1

Figure 4.4: Two slices of the overlap-discard process with D = 8, p+ = 2, and
p− = 2. For each slice of length 8K, the first and last 2K symbols are discarded,
leaving 4K accepted symbols per step.

nario. To this end, Figure 4.5 shows the bit error ratio curves for slice
lengths from D = 4 up to D = 64 and identical pre- and postlaps.
It can be seen that the bit error ratio does indeed improve for larger
overlaps and that it is possible to reach the performance of the exact best
linear estimators with the overlap-discard method. In fact, the overlapdiscard method even slightly undercuts the best linear estimators, which
might hint at a superior numerical stability compared to the Cholesky
decomposition method. Also, as expected, the bit error ratio improves
with a growing slice size, but already small slices of length 8 or 16 can
achieve acceptable results.
The amount of overlap per slice is not independent from the slice size
D. For example, consider the parameter choice D = 32, p+ = p− = 2:
Each step will produce D−p+ −p− = 28 estimated symbols per resource
unit and thus one needs ⌈61/28⌉ = 3 steps in order to compute all
N = 61 symbols. However, 3 steps will allow a total overlap per slice
of p+ + p− = ⌊(3 · 32 − 61)/3⌋ = 11 symbols with the same amount of
computational effort. Thus, instead of using p+ = p− = 2, one could
choose p+ = 6 and p− = 5, for example, and hope for a better estimator.
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Figure 4.5: Simulated bit error ratio Pb for the overlap-discard method, hard scenario
with BLUE-style estimator (left), and easy scenario with BLE-style estimator (right),
both with EB /N0 = 12 dB. The dashed lines show the bit error ratio achieved by the
exact best linear estimators.
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Figure 4.6: Simulated bit error ratio Pb for the overlap-discard method for a fixed
slice length D and total overlap p = p+ +p− . Hard scenario with BLUE-style estimator
and D = 16, p = 8 (left), and easy scenario with BLE-style estimator and D = 8, p = 5
(right), both with EB /N0 = 12 dB. The dashed lines show the bit error ratio achieved
by the exact best linear estimators. Note the linear scale of Pb .

Furthermore, it is interesting to investigate the influence of varying
the distribution of the overlap between the prelap and the postlap.
Continuing the last example, one might try to split the total overlap
of 11 up as p+ = 2 and p− = 9, say. Figure 4.6 therefore shows the
resulting effect. It suggests to distribute the overlap equally between
the pre- and postlap.

4.5 Programs and Refinements
The previous sections have gathered a lot of ideas and details and we
are now ready to write down a concrete program for the FFT-based
algorithm. But in addition to specifying the required computations
precisely, we will this time also include hints about which parts of the
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85

dˆ ← fourv ((t1, . . . , tL ), (x1 , . . . , xN +L−1), σ, D, p+, p−)
Fourier MUD
Given the defining blocks ti of a Block-Toeplitz matrix T according to Figure 2.9, the blocks xi of the vector x according
to (5.13) and a scalar σ, compute a vector dˆ that is an approximation to (4.1) controlled by D, p+ , and p−.
For simplicity, we define xi = 0 for i < 1 and i > (N + L − 1).
with υ 1 , . . . , υ D ∈ CK×K , θ 1, . . . , θD ∈ CP ×K , G, S ∈ N
G ← D − p+ − p−
S ← ⌈N/G⌉
((θ1 , . . . θ D ), (υ1, . . . , υ D )) ← fourinitv ((t1 , t2, . . . , tL ), σ)
for s from 0 upto S − 1 concurrently
with ξ 1, . . . , ξD ∈ CP , δ 1 , . . . , δ D , d˜1, . . . , d˜D ∈ CK , j ∈ Z
j ← sG − p+
(ξ1 , . . . , ξD ) ← bfft((xj+1, . . . , xj+D ))
for i from 1 upto D concurrently
δ i ← subst(υ i, substh(υi , θ H
i ξ i ))
(d˜1 , . . . , d˜D ) ← bifft((δ 1, . . . , δ D ))
for i from 1 upto G concurrently
dsG+i ← d˜i+p+
dˆ ← [dT1 · · · dTN ]T
Figure 4.7: The fourv program.

program can be carried out concurrently. With these hints in place,
we can find the “critical path” through the program that determines
the minimum amount of operations that need to be performed in a
strictly sequential manner. This is a worthwhile endeavor since we will
indeed find a lot of opportunities for parallelizing the algorithm and
thus trading hardware resources for computation time.
The complete procedure appears as Program fourv in Figure 4.7. It
makes use of the two alternative subprograms fourinit1 and fourinit2
that are shown in Figure 4.8. That figure also contains Program bfft
as an example of how to compute a Block-DFT. The similar Programs
bffth (for a hermitian Block-DFT) and bifft (for the inverse BlockDFT) are given in Figure 4.10 at the end of this chapter.
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((θ1, . . . θ D ), (υ1 , . . . , υD )) ← fourinit1 ((t1 , t2, . . . , tL ), σ)
Fourier MUD Initialization, 1st variant.
Given the defining blocks ti ∈ CP ×K of a Block-Toeplitz matrix
T according to Figure 2.9 and a scalar σ, compute the blocks
θ i ∈ CP ×K and υ i ∈ CK×K according to (Equation 4.12).
For simplicity, we define ti = 0 for i > L.
(θ1 , . . . , θ D ) ← bfft((t1 , . . . , tD ))
for i from 1 upto D concurrently
2
υi ← chol(θ H
i θ i + σ I)
((θ1, . . . θ D ), (υ1 , . . . , υD )) ← fourinit2 ((t1 , t2, . . . , tL ), σ)
Fourier MUD Initialization, 2nd variant.
Like fourinit1 , but compute S̃ ‘in the time domain’.
with s1 , . . . , sD , s̃1 , . . . , s̃D , σ 1, . . . , σ D ∈ CK×K
concurrently
(θ1 , . . . , θD ) ← bfft((t1 , . . . , tD ))
sequentially
for i from 1 upto D concurrently
Pmin(L,D)−i+1 H
si ← k=1
tk+i−1tk
2
s̃1 ← s1 + σ I
for i from 2 upto D concurrently
s̃i ← si + sH
D−i+2
H
(σ 1, . . . , σ D ) ← bffth((s̃H
1 , . . . , s̃D ))
for i from 1 upto D concurrently
υ i ← chol(σ i )
(α1 , . . . , αk ) ← bfft((a1 , . . . , ak ))

Block Fourier Transform.

Compute the Block-Fourier Transform of ai ∈ Cn×m , using F (k)
to express the FFT procedure for vectors of length k.
for i from 1 upto n concurrently
for j from 1 upto m concurrently
[α1 [i, j] . . . αk [i, j]]T ← F (k) [a1 [i, j] . . . ak [i, j]]T
Figure 4.8: The fourinit1 , fourinit2 and bfft programs.
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A few notes are in oder concerning the details of Program fourv . For
each slice s, we need to compute the partial linear estimate
2 −1 H
(s)
dˆ(s) = (T̃ H
(D) T̃ (D) + σ I) T̃ (D) x

where T̃ (D) is the partial, extended matrix depicted in Figure 4.4, and
the corresponding slices of x and dˆ are denoted as x(s) and dˆ(s) , respectively, which are also labeled in Figure 4.4. According to the previous
derivation, this computation would be performed ‘in the frequency do−1
main’ by finding the factorization T̃ (D) = F(D,P
) Θ(D) F(D,K) and computing
−1
H
2 −1 H
(s)
dˆ(s) = F(D,P
) (Θ(D) Θ(D) + σ I) Θ(D) F(D,K) x
−1
−1
−H H
(s)
= F(D,P
) Υ(D) Υ(D) Θ(D) F(D,K) x
2
where Υ(D) is the Cholesky factor of Σ(D) = ΘH
(D) Θ(D) + σ I such that
ΥH
(D) Υ(D) = Σ(D) .
The programs represent the block-diagonal matrices Θ(D) , Σ(D) , and
Υ(D) implicitly by only working with their defining blocks θ i ∈ CP ×K ,
σ i ∈ CK×K , and υ i ∈ CK×K , respectively. The matrix Υ(D) , for example, is represented as


υ1
...
.
Υ(D) = 
(4.12)
υD

Because of the block-diagonality of these matrices, computations with
them can be reduced to independently working with their blocks:
2
σi = θH
i θi + σ I

and υ i = chol(σ i) for 1 ≤ i ≤ D.

(4.13)

The Program fourinit1 directly implements Equation (4.13). However, we know from Tables 3.4 and 3.5 that the computation of T H T
(and thus T̃ H T̃ ) can be done very quickly with 156 800 real multiplications due to the structure of T . In contrast to this, computing
2
ΘH
(D) Θ(D) needs 2DP K = D · 6 272 real multiplications which is more
expensive for D > ⌊156 800/6 272⌋ = 25, given the specific parameters
from Figure 2.12.
This is reflected in Program fourinit2 : it first computes
2
S̃ (D) = T̃ H
(D) T̃ (D) + σ I
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in the ‘time domain’ and then computes its ‘frequency domain’ representation Σ(D) = F(D,K) S̃ (D) with an additional Block-FFT. The matrices
S (D) and S̃ (D) are represented by their blocks si and s̃i , respectively:

S (D)



s1
 H
s
=  .2
 ..
sH
D

s2
s1
...
···


· · · sD
. . . ... 

,
... s 

2
sH
s
1
2

S̃ (D)



s̃1
 H
s̃
=  .2
 ..
s̃H
D

s̃2
s̃1
...
···


· · · s̃D
. . . ... 

.
. . . s̃ 

2
H
s̃2 s̃1

Furthermore, the matrix Σ(D) is known to be hermitian and thus its
blocks σ i are hermitian, too. Therefore, only their upper halves need
to be computed. Program bffth is used to implement this optimization.

4.5.1 Computational Requirements
Naturally, the FFT plays an important role in the Fourier-MUD and its
implementation thus influences the overall computational requirements
to a large degree. However, due to the block structure of the MIMO system matrix and due to the overlap-discard method, the Fourier-MUD
requires a large number of short FFTs. Thus, it is not expected that
this algorithm unduly stretches the art of FFT implementation; highly
optimized FFT implementations for length 8, 16, or 32 should be available both for DSPs as well as for dedicated hardware designs.
The operations performed by the algorithm besides the FFTs cannot
be neglected; as can be seen in Program fourv , a considerable amount
of Cholesky decompositions and back substitutions need to be carried
out. However, as with the FFTs, these operations also come in small
sizes: the Cholesky decompositions, for example, are only of size K ×K.
We will represent the computational requirements of the non-FFT
operations by the number of real multiplications needed to carry them
out, just as in Chapter 3. Likewise, we count the number of multiplications required for the FFTs and thus arrive at a single number
to represent the whole algorithm. However, since FFTs are different
enough from Cholesky decompositions and back substitutions, we will
also provide separate figures for the number of required FFTs, and for
the number of real multiplications that belong to non-FFT calculations.
The number of non-FFT, real multiplications required for Program
fourv will be denoted as Nfourv , the number of corresponding FFTs
as Ffourv and the total number of real multiplications Mfourv is conse-
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quently
Mfourv = Nfourv + Ffourv · Mfft (D)

where Mfft(D) is the number of real multiplication for a FFT of length
D. We only show absolute numbers for Mfft(D) for values of D that
are a power of two and then we simply assume
Mfft(D) = 2D log2 D,
the number of real multiplications of an unoptimized radix-2 FFT implementation [32].
The operation counts for the individual program fragments are gathered below:
Ffourv = Ffourinitv + Ffourrest
Ffourinit1 = Fbfft(P, K)
Ffourinit2 = Fbfft(P, K) + Fbffth(K)
Ffourrest = ⌈N/(D − p+ − p− )⌉(Fbfft(P, 2) + Fbfft(K, 2))
Fbfft(m, n) = mn
Fbffth(n) = n(n + 1)/2
Nfourv = Nfourinitv + Nfourrest
Nfourinit1 = 4DP K 2/2 + DMfullchol
Nfourinit2 = Msquare + DMfullchol
Nfourrest = 2⌈N/(D − p+ − p−)⌉D(4P K + 2Mfullsubst)
Table 4.1 contains evaluations of these expressions for selected sets
of approximation parameters. It can be seen that reducing D does
indeed lead to less computational requirements. This is not unconditionally true, however, since shorter and thus more slices also mean
more discarded symbols, which in turn lead to a even larger number of
slices. The second line of Table 4.1 shows this effect. The parameter
set “8/3/2” requires more multiplications than “16/4/3”, but the latter
can be expected to yield a better bit error ratio (see Figure 4.5).
Table 4.1 also confirms the advantage of Program fourinit2 over
fourinit1 for large values of D. Although it requires more FFT operations than fourinit1 , it can reduce the total number of multiplications
for D = 32 and D = 64.

4.5.2 Parallel Implementations
In addition to simply counting the number of multiplications, it is also
interesting to explore which of them can be computed at the same time.
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D/p+ /p−
8/2/1
8/3/2
16/4/3
32/6/5
64/2/1

Mfour1 Ffour1 Cfour1 Afour1 Mfour2 Ffour2 Cfour2 Afour2
449 264 1 004 11 302
416 560 928 1 109 67 750
416
680 176 1 484 11 302
672 791 840 1 589 67 750
672
572 768
644 11 542
224 642 656
749 67 990
329
694 208
404 12 118
224 683 904
509 68 566
329
932 224
284 13 462
224 768 256
389 69 910
329

Table 4.1: Number of real multiplications (Mfourv ) and FFT operations (Ffourv ) for
the Fourier-MUD. The table also shows the ‘area’ (Afourv ) and ‘critical path’ (Cfourv )
as defined in Section 4.5.2.

When looking at the data dependencies in the overlap-discard method,
one notices that the computations performed for one slice are independent from the computations for any other slice, except for the transformation of T̃ (D) to the block-diagonal matrices Θ(D) and Υ(D) . Also, the
non-FFT computations for each slice consist of D independent parts.
Furthermore, a Block-FFT can be split into a number of independent
scalar FFTs. All these independent computations can be carried out
concurrently. Thus, the time required to arrive at the desired result can
be reduced at the expense of more hardware resources.
The programs in this chapter indicate which parts of the computation can be carried out concurrently. For example, the for loop in
Program fourinit1 indicates with the keyword concurrently that all
‘iterations’ of its body can be performed in parallel. Thus, the total
time required to execute fourinit1 is the time for the call to bfft
2
plus the time for computing chol(θH
i θ i + σ I) once. We will measure
this time by the number of real multiplications that are computed sequentially during the computation. We will call the path through the
program that determines this number the “critical path” and denote
the associated “number of critical multiplications” with Cprog.
More formally, the critical number of multiplications for a set of computations that are to be performed sequentially is the sum of the number
of critical multiplications of each of the individual computations. For
a set of concurrent computations, it is the maximum of the individual
numbers. It should be noted that the number of critical multiplications
as we have defined it is a property of a concrete program, not of the
mathematical problem.
Continuing the example, Cfourinit1 is the sum of Cbfft (the critical
path of the bfft program) and the maximum of the critical paths of
each individual iteration of the for loop. Since each iteration consists
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2
of computing θ H
i θ i , taking 2P K real multiplications, and a Cholesky
decomposition of the result, we arrive at

Cfourinit1 = Cbfft(P, K) + max (2P K 2 + Mfullchol)
1≤i≤D
2

= Cbfft(P, K) + 2P K + Mfullchol
This expression conservatively assumes that the Cholesky decomposition is not implemented in a concurrent way. The remaining number
of critical multiplications can likewise be mechanically derived from the
programs:
Cfourv = Cfourinitv + Cfourrest
Cfourinit1 = Cbfft(P, K) + 2P K 2 + Mfullchol
Cfourinit2 = max Cbfft(P, K),

4LP K 2 + Cbfftherm(K) + Mfullchol
Cfourrest = Cbfft(P, 2) + 4Mfullsubst + 8P K + Cbfft(K, 2)
Cbfft(m, n) = Mfft(D)
Cbffth(n) = Mfft(D)
Again, the parallelization stops at quite a high level: the individual
scalar FFTs are treated as if implemented on a sequential architecture.
A more detailed analysis that is geared towards a particular implementation architecture is straightforward but we do not attempt it here
since it would be highly specific to that particular architecture and of
little general use. The next chapter presents an approach that naturally
leads to much finer parallel structures even when considered abstractly.
In addition to the number of operations that are performed sequentially along the critical path, we also need to know the associated maximum number of operations that are performed in parallel. This number
is interesting since we need to provide hardware resources for the maximum number of concurrently executing operations even when they are
not in use all of the time. We denote this number as Aprog (for ‘area’).
Formally, the ‘area’ needed by a set of sequential computations is the
maximum of the area of the individual computations; for a concurrent
set, it is the sum. This immediately gives us the following expressions:
Afourv = max(Afourinitv , Afourrest)
Afourinit1 = max(Abfft(P, K), D)
Afourinit2 = Abfft(P, K) + max(D, Abfftherm(K))
Afourrest = 2⌈N/(D − p+ − p− )⌉ max(Abfft(P, 1), D)
Abfft(m, n) = mn
Abffth(n) = n(n + 1)/2
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Figure 4.9: Simulated bit error ratio Pb for the overlap-discard Block-Fourier algorithm. D = 16, p+ = 4, p− = 3. The dashed lines show the performance of the best
linear estimators.

Table 4.1 also contains the number of critical multiplications and the
number of maximally concurrently active multiplications for the selected
parameter sets. It can be seen that four2 fares quite badly: it has a
much longer critical path than four1 and at the same time requires more
parallel resources. The long path stems from the (assumed) sequential
computation of the si and the large area from the fact that two BlockFFTs are performed in parallel.
Clearly, one can try to repair this defect of the program by arranging
the computations differently and parallelizing the matrix/matrix products used to compute the si to a larger degree. We will not investigate
this issue in more detail, however, since it is not clear when to stop
the optimizations and the results are vague at best without taking the
specific target platform into account. We will therefore be content with
the exploration of the design space at this high level only.
Putting everything together, the parameter set “16/4/3” seems to be
a good compromise between computational requirements and reception
quality for both the easy and hard scenarios, and both estimator styles.
Figure 4.9 shows supporting simulation results.

4.6 Summary
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4.6 Summary
Setting out from the idea to apply the well known fast convolution
method and the associated overlapping techniques to our problem of
computing a linear estimator for a Block-Toeplitz matrix, we have derived an algorithm that is indeed able to transform most of the calculations into the ‘frequency domain’ via a number of FFTs.
The principle obstacle was the fact that the desired estimator matrix
has none of the structural characteristics that are demanded by the fast
convolution method or the overlapping techniques. However, it turned
out to be possible to assume an approximate structure and apply the
ideas nevertheless after extending them to block-structured matrices.
The result is an algorithm that is rich in short FFTs and small matrix
operations. Many of these operations can be performed in parallel and
one can therefore quite easily trade time against the amount of parallel
hardware resources. Also, many of these parallel hardware units perform the same operation on different data, making the algorithm well
suited for a Single Instruction, Multiple Data (SIMD) architecture.
Compared to the Cholesky or Levinson MUD from the last chapter,
we have achieved a significant reduction of the required number of real
multiplications: the algorithm of this chapter needs less than a third.
Also, the algorithm can rival a naive implementation of the fully populated RAKE receiver T H x in terms of real valued multiplications. The
Fourier MUD has, like the Cholesky and Levinson MUDs, an asymptotic complexity of Θ(K 3) and Θ(N ). However, the Fourier MUD can
only compute an approximation to the exact best linear estimates.
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(α1 , . . . , αk ) ← bffth ((a1 , . . . , ak ))
Block Fourier Transform, hermitian result.
Compute the Block-Fourier Transform of the blocks ai ∈ Cn×n ,
using multiplication with the Fourier transform matrix F (k) to
express the FFT procedure for vectors of length k. The resulting
blocks αi ∈ Cn×n are known to be hermitian and only the upper
right half is computed.
for i from 1 upto n concurrently
for j from i upto n concurrently
[α1 [i, j] . . . αk [i, j]]T ← F (k) [a1 [i, j] . . . ak [i, j]]T

(a1, . . . , ak ) ← bifft ((α1 , . . . , αk ))
Inverse Block Fourier Transform.
Compute the inverse Block-Fourier Transform of the blocks αi ∈
Cn×m, using multiplication with the Fourier transform matrix
F −1
(k) to express the inverse FFT procedure.
for i from 1 upto n concurrently
for j from 1 upto m concurrently
T
[a1 [i, j] . . . ak [i, j]]T ← F −1
(k) [α1 [i, j] . . . αk [i, j]]
Figure 4.10: The bffth and bifft programs.

5 ASIC-Oriented Algorithms
The previous two chapters have concentrated on the computation of
the linear estimate in a mostly sequential manner. A few considerations can be found about implementing the computations on multiple
processing elements that work in parallel, but these processing elements
were assumed to be relatively complex and few in number.
In contrast, this chapter will investigate highly parallel and possibly
highly pipelined implementations that make use of a large number of
very simple processing elements. The processing elements will be connected in a regular fashion and the algorithms will be designed in such
a way that there is little if any overhead from control flow or irregular
memory accesses. Thus, the goal is to design the algorithms with an eye
towards an implementation in a custom designed, dedicated, integrated
circuit [41].
Such a circuit can necessarily only contain a finite number of processing elements and we cannot ignore this when designing parallel
algorithms. For example, a naive implementation of the well known
parallel formulation of the QR decomposition as shown in Figure 5.1
would require a number of processing elements that is directly related
to the size of the decomposed matrix. Thus, the size of the problems
that can be directly solved with this approach would be limited by the
size of the final hardware.
We will not fully address this topic in this work, but instead develop
the algorithms of this chapter in terms of processing cells and imagine
that one or more of these cells are mapped to a single processing element
during the later stages of an implementation. The regularity of the
arrays of processing cells will lead to a regular mapping. Also, the
arithmetic operations performed by the processing cells will be designed
to be as similar as possible so that a processing element can more easily
implement different types of processing cells.
The starting point for the exploration is the familiar QR decomposition [14, 57] of a matrix and its corresponding implementation with
an array of processing cells that can carry out 2 × 2 orthogonal matrix transformations [21, 42]. Such a QR factorization can be used to
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compute the linear estimate
dˆ = (T H T + σ 2I)−1T H x

(5.1)

by rewriting it into an equivalent expression that has the structure of
the solution to a least squares problem:
dˆ = (T̃ H T̃ )−1T̃ H x̃
with

 
σI
T̃ =
T

and

(5.2)

 
0
x̃ =
.
x

When σ = 0 no rewriting in terms of T̃ is necessary, but we will see
that working with T̃ in place of T does not introduce any significant
overhead into the ultimate implementation. Also, we will assume in the
sequel that the inverse of T̃ H T̃ always exists.
The computation of (5.2) now proceeds by finding the factorization
T̃ = QR with

QH Q = I and R ∈ CN K×N K upper triangular.

Substituting into (5.2) yields
dˆ = (RH R)−1RH QH x̃ = R−1QH x̃ = R−1q
with q = QH x̃. This could be solved with a back substitution once q
is available. In fact, the matrix R is identical to the Cholesky factor U
of S = T̃ H T̃ from Chapter 3 and q is identical to U −H b. Therefore,
we know right from the start that R has a strong band structure and
is approximately Block-Toeplitz structured and that it will suffice to
compute only a small part of it.
After briefly investigating the “QR MUD” algorithm that corresponds
to the method outlined above, we will turn to the Block-Toeplitz structure of T and exploit it with a variant of the Schur Algorithm, yielding
the “Schur MUD”. Both MUD algorithms require a back substitution
against the factor matrix R. We will show how to parallelize that task
as well and how to integrate it tightly with the rest of the computation.

5.1 QR MUD
Figure 5.1 shows one well known array of ‘simple’ processing cells that
can compute the QR decomposition of an arbitrary matrix together with
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the transformation of an arbitrary number of right hand sides [21, 42].
A bird’s eye explanation of the array is provided below.
The behavior of the processing cells is defined in Figure 5.2. As
mentioned above, we will ultimately incorporate the concluding back
substitution dˆ = R−1q into the array as well, and the programs already
include the necessary code for it.
The programs make use of a few extensions to our usual pseudo-code.
Each cell can have internal storage that is declared with the registers
keyword. These registers keep their value from one activation of the
cell to the next and also from one application of the array to the next.
Each cell receives values from its neighboring cells through its inports
and produces new values at its outports. For each set of input values,
a new set of output values is computed by executing the code labeled
‘for each activation’.
The creation of an array as shown in Figure 5.1 is notated as
A ← triarray(k, n)
where k and n determine its dimensions as shown in the figure. The
application of the array is notated as
W2′ ← A(W1, W2, m).
The significance of the inputs W1, W2 , m and the result W2′ will be
explained below. An application of A involves the following steps: first,
the code marked initially is executed for each cell. Then, the cells are
activated in such an order that each input value is used only after it
has been produced at an output port. These activations continue until
the dest cell D executes the stop statement.
Each application of the array carries out the annihilation of an arbitrary
ℓ × k matrix W1 against an upper triangular k × k matrix V1 with a
linear transformation and simultaneously applies this transformation
to a second pair of matrices, W2 ∈ Cℓ×(n−k) and V2 ∈ Ck×(n−k). More
formally, the array computes



 ′
V
V
V1 V2′
1
2
= Θ(m)
.
(5.3)
0 W2′
W1 W2
The matrices W1 and W2 are input into the array via the source cell
S. The matrices V1 and V2 represent the registers of the trans and
apply cells before the application: the register a of Pi,j contains V1 [i, j]
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S(W1 , W2 , m)
source
trans
apply

P1,1

P1,2

P1,3

P1,k

P1,n

P2,2

P2,3

P2,k

P2,n

P3,3

P3,k

P3,n

Pk,k

Pk,n

A ← triarray(k, n)
W2′ ← A (W1 , W2 , m)
W1 , ∈ Cℓ×k
W2 , W2′ ∈ Cℓ×(n−k)

dest

W2′ ← D

Figure 5.1: The triarray processor array for the annihilation of a general ℓ × k
matrix W1 and the simultaneous transformation of n − k right hand sides in W2 . The
symbol A represents the state of such an array in an opaque way and applying it in
the indicated way to W1 , W2 , and m will carry out the annihilation while updating
the state in A.

and Pi,k+j contains V2[i, j]. The resulting matrices V1′ and V2′ describe
these registers after the application and W2′ is gathered in the dest cell
and returned.
The properties of Θ(m) are determined by the mode parameter m.
For m = ort, the trans cells will use Program transort to compute
unitary elementary transformations that will yield a unitary transformation matrix Θ(ort) .
By setting V1 = σI, W1 = T , V2 = 0, and W2 = x, Equation (5.3)
turns into




R q
σI
0
= Θ(ort)
0 ⋆
T x
which states that the desired factor R as well as the transformed right
hand side q can be found in the internal registers of the array after the
annihilation has been carried out. (The ⋆ denotes a result that is of no
further interest to us.)
However, the array does not allow direct access to its internal registers; only the source cell can be used to input data into it and only
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source(W 1 , W2 , m)
Input W 1 ∈ Cℓ×k and W2 ∈ Cℓ×(n−k) into
the array with mode m ∈ M.

m

b

b

apply
G

registers a ∈ R
inports b ∈ C, m ∈ M
outports G ∈ C2×2 , m′ ∈ M
for each activation
(G, a, m′ ) ← transm (a, b)

sn

registers i ∈ N
outports s0 ∈ M, s1 , . . . , sn ∈ C
initially
i←1

for each activation
s0 ← m
for j from 1 upto k
sj ← W 1 [i, j]
for j from k + 1 upto n
sj ← W2 [i, j − k]
i← i+1
trans

s0 s1 s2 s3

m′

G
registers a ∈ C
2×2
inports b ∈ C, G ∈ C
outports b′ ∈ C, G′ ∈ C2×2 b′
for each
activation

 
a
a
′ ← G
b
b

G′

G′ ← G

(G, r, m′ ) ←
transset (a, b)

(G, r, m′ ) ←
transort (a, b)

(G, r, m′ ) ←
translin (a, b)

m′ ← set
r←b


0 0
G←
0 1

m′ ←√ort
r ← a∗ a + b∗ b


1 a∗ b∗
G←
r −b a

m′ ← lin
r←a


1
0
G←
−b/a 1

W2′ ← dest
m
Fill W2′ ∈ Cℓ×(n−k) from the outputs of the array.
for each activation
for j from 1 upto n − k
W2′ [i, j] ← dj
i← i+1
if i > ℓ
stop

d1

d2

dn−k

inports d1 , . . . , dn−k ∈ C, m ∈ M
registers i ∈ N
initially
i←1

Figure 5.2: Definition of the source, trans, apply, and dest cells, as well as the
transm programs.
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the dest cell can retrieve results. This limitation has been introduced
to simplify the ultimate design of the array: it avoids the requirement
for random access to the memories inside and between the processing
elements. Thus, we cannot directly initialize the registers with σI and
0 as we have assumed above and we cannot retrieve the results R and
q. Fortunately, as we will see below, the back substitution can be implemented without reading out R and q.
For the initialization, the array provides the special mode set: inputting one row into the array with m = set will reset the internal
registers of the apply cells to zero and will set the registers of the
trans cell to the elements of that row. Thus, the following procedure
will perform the QR decomposition:
A←
K, N K + 1)
 triarray(N

A ( σ · · · σ , 0, set)
A (T , x, ort)
The first invocation of the array will initialize it so that V1 = σI and
V2 = 0; the second invocation will annihilate T so that then V1 = R
and V2 = q. The result of both invocations is discarded.

5.1.1 Back Substitution via Linear Transformations
The QR decomposition of T̃ can be implemented with elementary transformations and is thus suitable for an implementation with an array of
parallel processing cells. Ideally, we would like to be able to formulate
the remaining step, that of performing the back substitution, in a way
that makes use of elementary transformations as well.
A suitable approach is based on the Schur Complement. Consider
the partitioned matrix/matrix product


  ′ ′
α β a b
a b
.
=
0 d′
γ δ c d
This identity can be interpreted as applying a linear transformation
(made up from α, β, γ, and δ) to a matrix such that the c-part of that
matrix becomes zero. Assuming matrix parts of suitable size, one can
quickly find that the following holds:
0 = γa + δc,

d′ = γb + δd

⇒

d′ = δ(d − ca−1b).
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Thus, by choosing the transformation in such a way that δ = I, we can
compute the expression d − ca−1b. There are many applications for
this approach [38] and we will use it to compute dˆ = R−1q by letting
a = R,

b = q,

c = −I,

d = 0.

As it turns out, the resulting transformation


 ′ ′
R q
R q
−→
−I 0
0 dˆ
is exactly of the right kind to be performed by the array of Figure 5.1.
The original matrix consists of an upper triangular part (V1 = R) and
an arbitrary part (W1 = −I) which is to be annihilated. Thus, an array
just like the one from Figure 5.1 can also compute R−1q. We only need
to instruct the trans cells to compute and distribute transformation
matrices G that lead to a complete transformation with δ = I.
This is the purpose of the lin mode: The trans cells will then use
the translin program of Figure 5.2 to compute linear, or Gauss, elementary transformations. In addition to δ = I, these transformations
will guarantee α = I and β = 0 which means that the a- and b-parts
of the transformed matrix (corresponding to R and q, respectively) will
not change during the transformation.
The computation of R and q with the m = ort application of the
array has left them in the internal registers, in exactly the right place for
the subsequent m = lin application. We can therefore summarize the
complete process of computing the linear estimate dˆ with a triarray
device as
A←
K, N K + 1)
 triarray(N

A ( σ · · · σ , 0, set)
A (T , x, ort)
dˆ ← A (−I, 0, lin)

5.1.2 Band and Block-Toeplitz Exploitation
For the dimensions of the system matrix T and for two right hand
sides, the array in Figure 5.1 would consist of (N K)(N K + 1)/2 + 2N K
processing cells, which comes to about 366 000 cells for our usual system
parameters N = 61 and K = 14. Fortunately, this number can be
reduced significantly when reusing the considerations from Chapter 3
about the structure of T and U = R: the band structure of T leads to
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a corresponding band structure in R and the Block-Toeplitz structure
of T together with that band structure effects an approximate BlockToeplitz structure in R.
The band structure of R can be immediately exploited by removing
processing cells that are known to only process zeros. This is easy to do
in a data flow program: the affected apply cells can be literally removed
and replaced with a direct connection from their b to their b′ ports, and
from their G to their G′ ports.
The remaining cells mirror the band structure in R, just as the whole
triangular array mirrors the triangular R. Thus, about N (K 2L−K(K−
1)/2) + 2N K ≈ 56 000 cells suffice. In addition to the absolute savings,
the removal also changes the asymptotic characteristics of the corresponding algorithm. Taking the band structure into account reduces
the QR decomposition from Θ(N 3) operations to Θ(N 2 ).
The additional exploitation of the approximate Block-Toeplitz structure of R results in a further reduction to Θ(N ) operations and will
put the QR MUD into the same complexity classes as the Cholesky and
Levinson MUDs from Chapter 3. Unfortunately, this exploitation is not
as straightforward as imprinting the band structure on the array.
In addition to removing processing cells that only compute with zeros,
we can identify those cells that do not perform ‘useful’ computations
when assuming a Block-Toeplitz structure in some bottom part of R.
We can then remove them as well since we do not need their register
contents at the end of the decomposition. Figure 5.3 shows the result.
It can also be seen in the figure that although the cells corresponding
to redundant elements of R can be removed completely, we still need
to carry out the transformation of the right hand side, if only approximately. For this, delay cells are placed on the diagonal that make
sure that the right transformation matrices G reach the apply cells
responsible for computing the rest of q.
The computations performed by the array of Figure 5.3 can be understood by considering the individual 2 × 2 unitary elementary transformations applied to the matrix T̃ . The exact QR decomposition would
gradually annihilate all elements in the T -region of T̃ , each with its
own elementary transformation. The approximated array only explicitly performs a part of this process: the transformations responsible
for eliminating elements beyond the dKth column are not carried out.
Instead, it is assumed that each of these skipped transformations is the
same as the one used to annihilate the element P rows above and K
columns to the left.
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delay

m
G

G′

m′
inports G ∈ C2×2 , m ∈ M
outports G′ ∈ C2×2 , m′ ∈ M
registers i ∈ N, G1 , . . . , GP ∈ C2×2
initially
for j from 1 upto P
Gj ← I
i←1
for each activation
m′ ← m
G′ ← Gi
Gi ← G
if m = ort
i ← (i mod P ) + 1
else
i ← (i mod K) + 1

Figure 5.3: Reduced and approximated array with the definition of the new delay
cell. N = 8, K = 2, L = 3, d = 4.

The trans cells on the diagonal of the array each correspond to one
column of T ; therefore, the approximated array has only dK of them.
And since an elementary transformation affects whole rows, the array
keeps all apply cells in the row of a not-removed trans cell. The removed trans cells can be replaced with (hopefully simpler) delay cells
that just tap the G output port of the diagonal cell K columns to the
left and delay it by P elements so that the transformations apply to the
P th-next row of the input.
Fortunately, the back substitution can be carried out on this reduced
array as well. The resulting (approximated) factor matrix R is constructed to have a partial Block-Toeplitz structure. The part of the
array corresponding to the redundant part of R is not implemented:
the transformations that would have been carried out in this part are
assumed to be identical to some carefully chosen transformations from
the upper part.
The same approach can be used to carry out the second, linear phase:
because the R matrix is Block-Toeplitz and upper triangular in its
lower part and the ‘target’ matrix −I is also Block-Toeplitz and upper
triangular, we know that the transformations that annihilate the lower
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part of −I are identical to the ones used to annihilate the last block-row
of its upper part. Thus, we can use the same structure of delay cells to
shuttle these transformations to the cells responsible for transforming
the right-hand side.
However, the block size of −I cannot be assumed to be P × K as it
was during the QR decomposition. Now the blocks need to be square
and are thus of size K × K. Consequently, the delay in the delay cells
needs to be adapted from P to K.
The effect of these approximations will be investigated later together
with the influence of additional approximation parameters but even
now they do not appear to be fully satisfactory: the introduction of the
delay cells leads to a significantly more complicated connection structure in the array and it is not immediately clear that these regular but
non-local connections will not cause trouble for a concrete implementation.

5.1.3 Elementary Transformations with CORDIC
The CORDIC (COordinate Rotation DIgital Computer) method is a
way to perform the computations of the transm programs and those
of the apply cell in Figure 5.2 in a way that is well suited for implementation with dedicated hardware [22, 62, 42, 61]. The idea is to
approximate an arbitrary elementary transformation matrix G with a
sequence of simpler transformations. For example, the real valued rotation matrices that will be used for m = ort can be approximated as
G=f

−1/2

w−1
Y

Mi

i=0

with


w−1
Y
1
µi 2−i
Mi =
,
µ
∈
{+1,
−1}
and
f
=
(1 + 2−2i).
i
−µi 2−i
1


i=0

The transformation M i is called a micro-rotation. The number of
micro-rotations, w, determines the quality of the approximation. Apart
from the scaling factor f −1/2, a micro-rotation is constructed from additions and multiplications by powers of two. These operations are of
course easy to implement for the usual binary fixed-point or floatingpoint number representations. Figure 5.4 shows the cordicm programs
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for computing orthogonal and linear elementary transformations for real
valued data with the CORDIC method. The figure also contains new
versions of the transm programs that use them to implement suitable
transformations for complex valued inputs.
The purpose of the programs is merely to specify the detailed behavior
of the CORDIC method as we are using it, not to give an optimized
implementation. For example, they still use square roots and divisions
to account for the scaling factor f −1/2. However, for a fixed number
of micro-rotations, f is constant and the scaling can be implemented
efficiently as well [22, 42]. Thus, while the programs gloss over the
details of how to actually implement the processing elements efficiently,
they demonstrate the feasibility of doing it with the CORDIC approach.
A few notes about details are in order nevertheless. The programs in
Figures 5.4 exploit the fact that the registers of the diagonal trans cells
are real valued and they make sure that they remain that way. They
are also careful to produce an exact identity matrix for the case b = 0.
This is important since otherwise the band structure of the R-part will
be temporarily lost during the transformation.
When the transformations are implemented with this approach, computing them (in cell trans) and applying them (in cell apply) becomes
very similar: instead of distribution the matrix G to the apply cells,
one would simply transmit the mode m and the sequence of signs µi
since together they fully determine G. The application then simply consists of applying the sequence of micro-rotations with the given signs,
in the given mode. The extension of this method to complex values,
as implemented in Programs transort and translin in Figure 5.4, is
not as straightforward, unfortunately. When switching a cell from ort
to lin, its internal arrangement of real valued CORDICs might need
to change slightly. However, the trans and apply cells are still structurally very similar and can therefore likely be mapped to the same
processing elements.

5.1.4 Simulation Results
Figure 5.5 shows the influence of the approximation parameters d and w
on the bit error performance of the QR MUD for the four usual setups.
Although the presented data is far from exhaustive, we can see that
the approximation idea does indeed work and that we need to populate
about d = 20 block-rows of the QR array for the hard scenarios and
about d = 8 block-rows for the easy ones. The CORDIC can get by
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(G, r) ← cordicort (a, b)
Given a, b ∈ R, compute an orthogonal
transformation matrix G such that
   
a
r
and b′ ≈ 0.
G
= ′
b
b

(G, r) ← cordiclin (a, b)
Given a, b ∈ R, compute a linear transformation matrix G such that
   
a
a
and b′ ≈ 0.
G
= ′
b
b

c ← 1, s ← 0, t ← 1, f ← 1
if b 6= 0
for i from 0 upto w − 1
if
< 0: µi ← −1 else
 ab 
  µi ←
 +1
a c
1
µi t a c
←
b s
−µi t 1
b s

s ← 0, t ← 1
if b 6= 0
for i from 0 upto w − 1
if
 ab <
 0: µi ← −1 else

a 1
1
0 a
←
b s
−µi t 1 b

f ← f (1 + t2 )
if i 6∈ D: t ←t/2
c s
G = f −1/2
, r←a
−s c

µi← +1
1
s

if i 6∈ D: t ← t/2
1 0
G=
, r←a
−s 1

(G, r, m′ ) ← transort (a, b)
Given a ∈ R and b ∈ C, construct
a complex valued, unitary transformation matrix G from real valued ones.

(G, r, m′ ) ← translin (a, b)
Given a ∈ R and b ∈ C, construct a
complex valued, linear transformation
matrix G from real valued ones.

m′ ← ort
(Gb , b′ ) ← cordicort (ℜ(b), ℑ(b))
(Gr , r) ← cordicort (a, b′ )

1
G ← Gr
Gb [1, 1] − jGb [1, 2]

m′ ← lin
r←a
(Gr , ⋆) ← cordiclin (a, ℜ(b))
(Gi , ⋆) ← cordiclin (a, ℑ(b))
G ← Gr + j(Gi − I)

Figure 5.4: Unitary and linear transformations, for use with the trans cell of Figure 5.2, based on the CORDIC method. The set D specifies the indices of the microrotations that are to be performed twice. It is used with the Schur MUD in Section 5.2.
For the QR MUD, let D = ∅ so that all micro-rotations are performed only once.

with about w = 20 micro-rotations in the hard scenario and w = 16 in
the easy one.

5.1.5 Computational Requirements
The array formulation of the QR decomposition is targeted towards a
different kind of architecture than the programs in the previous chapters. Instead of coming up with a way to somehow associate a number
of real multiplications with the data flow program, we will therefore
merely count the activations of trans and apply cells. This does allow
us to compare the QR MUD with the Schur MUD in the next section.
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Hard, BLUE, w = 32
Hard, BLE, w = 32
Easy, BLUE, w = 32
Easy, BLE, w = 32

100

Pb

Hard, BLUE, d = 20
Hard, BLE, d = 20
Easy, BLUE, d = 8
Easy, BLE, d = 8

10−1

10−2
5

10 15 20
Depth, d

30

40

4

8

12 16 20
Micro-rotations, w

32

Figure 5.5: Simulated bit error ratio Pb for the QR MUD, put against the parameter
d, left, and w, right. Eb /N0 = 12 dB. The dashed lines indicate the performance of
the exact estimators.

Just as for the Fourier MUD that already exhibited a significant
amount of parallelism, we will actually present two activation counts:
one that characterizes the time-to-completion of the computation (the
‘critical path’, Cqr), and one that is the maximum number of dedicated
cells that are activated in parallel (the ‘area’, Aqr). We will lump the
two interesting types of cells, trans and apply, together since they
can be implemented in a very similar way with the CORDIC approach.
Also, we will ignore the delay cells since they do not perform any calculations.
The area Aqr is simply the number of trans and apply cells in Figure 5.3 for two right-hand sides:
Aqr(d) = d(K(K + 1)/2 + (L − 1)K 2) + 2N K

for d ≤ N − L + 1.

The critical path is for example taken by the values of the right
hand side: the first value appears at the input of the dest block after
N K activations and then the remaining ones appear one-by-one with
each additional activation. Since there is 1 value in the m = set phase,
(N +L−1)P values in the m = ort phase and N K ones in the m = lin
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phase, the complete critical path of the QR MUD as implemented on
the triarray is
Cqr = 2N K + (N + L − 1)P.
Thus, reducing d will not give the answers any faster, but with fewer
resources when the array is realized with full parallelism.
Given the simulation results of the previous section, we can state the
following concrete numbers: in the hard scenario, we need to implement Aqr(20) = 19488 processing cells and the result is available after
Cqr = 2748 activations. The easy scenario needs the same number of
activations but requires only Aqr(8) = 8820 processing cells.
These numbers might be compared to the requirements of the Fourier
MUD in Table 4.1 on page 90, but one needs to keep in mind that the
numbers count two different kinds of elementary operations. Table 4.1
expresses the critical path and area of the Fourier MUD in terms of real
multiplications, while the numbers in the previous paragraph refer to
whole processing cells that correspond to complex valued CORDICs as
defined in Figure 5.4.

5.2 Schur MUD
The QR MUD in the last section exploits the Block-Toeplitz structure
of the system matrix T only indirectly: it benefited from it through
approximations. We will now turn to an algorithm that is able to directly take advantage of the Block-Toeplitz structure. This algorithm,
which we will call the “Schur MUD”, relies on two insights: The first
is to realize that it is fairly easy to efficiently annihilate the matrix W1
in (5.3) when both it and its companion V1 are upper triangular and
Block-Toeplitz structured with matching block size. (The QR MUD
has used V1 = σI and W1 = T but T is neither upper triangular nor
are its blocks of the same size as the ones of σI.)
The second insight is to realize that one can indeed easily find upper
triangular, Block-Toeplitz matrices V1 and W1 that are related to T in
a simple way and therefore allow the computation of dˆ with the efficient
method mentioned above. We will first describe how one can construct
these matrices and then investigate the process of efficiently transformˆ introducing approximations
ing them into R and q and finally into d,
as we go along.
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dˆ ← schur ((t1 , . . . , tL ), (x1 , . . . , xN ), σ, d1 , d2 )

Schur MUD.

Given the blocks of T according to Figure 2.9 and the blocks of x according to
(5.13), compute an approximation to dˆ = (T H T + σ 2 I)−1 T H x as determined
by the additional parameters d1 and d2 .
with b2 , . . . , bL ∈ CK×K , y 1 , . . . , y N ∈ CK , d1 , . . . , dN ∈ CK
A ← triarray(K, LK + N)


Generators
A ( σ · · · σ , 0, set)

  
x1 · · ·
xN
t1
 t2   t1
x2 · · · xN +1 
 , ort)
 
A (
..
..
..

 ...  ,  ...
.
.
.
tL−1 · · · t1 xL  · · · xN +L−1
tL


b2 · · · bL y 1 · · · y N ← A(I, 0 · · · 0 , cpy)
Schur steps
for i from 2 upto d1 


b2 · · · bL y 1 · · · y N ← A (b2 , b3 · · · bL 0 0 y 1 · · · y N −1 , hyp)
Back substitution
b2 ← −I
for i from 3 upto L: bi ← 0
for i from 1 upto N − 1: y i ← 0
for i from 1 upto d2 


b2 · · · bL y 1 · · · y N ← A (b2 , b3 · · · bL 0 0 y 1 · · · y N −1 , lin)
 dN −i+1 ← y N 

d1 · · · dN −d2 ← y d2 · · · y N −1

T
dˆ ← dT1 · · · dTN

Figure 5.6: The Block-Schur Algorithm, complete with generator computation and
back substitution.

The resulting algorithm is shown in Figure 5.6 and the rest of this
section will explain how it works, broadly following the indicated three
sections of the program.

5.2.1 Generators
We will start by deriving a way to express the matrix S = T̃ H T̃ in
terms of upper triangular matrices. The result will be
S = AH A − B H B
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where both A and B are upper triangular. This is superficially similar
to the Cholesky factorization which expresses S as S = U H U , but the
matrices A and B will turn out to be much more easily computed than
U . Moreover, they will exhibit an exact Block-Toeplitz structure that
can be exploited later on.
In order to see how A and B can be constructed, consider the following difference of two outer vector products for v ∈ R:


 
 
0
0
0
0
0 



 v  0 v w H −  0  0 0 w H = 0 v 2 vw H  .
(5.4)
0 wv 0
w
w

The result is a matrix that we call a “hook matrix” because of the shape
of its non-zero elements. Any hermitian matrix can be decomposed into
a sum of hermitian hooks, and thus, into a sum of differences of outer
products of the form (5.4). That is, we can express any hermitian
S ∈ Cn×n as
S=

n
X
i=1

H
(αi αH
i − β i β i ),

αi , βi ∈ Cn .

(5.5)

One can quickly verify that the following rules to compute the elements
of the vectors αi and β i do indeed lead to hook matrices that will sum
to S:


j<i
 0p
0
j≤i
αi [j] =
(5.6)
and β i [j] =
S[i, i]
j=i
αi [j] j > i

S[j, i]/αi [i] j > i

The sum of the outer products αi αH
i in (5.5) can be collected into the
H
matrix/matrix product A A by putting the row-vector αH
i into the
ith row of the matrix A. The same construction can be performed for
H
βiβH
i and B B:
n
X
i=1

n
X
i=1



H
H
αi αH
i = A A with A = α1 α2 · · · αn
H
βiβH
i =B B



with B H = β 1 β 2 · · · β n

With these matrices, we can now simply write
S = AH A − B H B.

(5.7)
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Because of their construction, the matrices A and B are upper triangular and one can also verify that they inherit the important structural
characteristics of S. Since the element A[i, j] is directly related to
S[i, j] via
p
A[i, j] = S[i, j]/ S[i, i]
we can see immediately that the band structure as well as the BlockToeplitz structure of S as shown in Figure 3.2 can be found in A. The
same is true for B since it is mainly a copy of A.

This way of expressing S is very closely related to the displacement
representation of S [26, 8]. The true displacement representation makes
the Toeplitz structure explicit and is thus a very powerful tool when
trying to be formally precise and general at the same time. This is, for
example, demonstrated in [65] for a multi-user detector with decision
feedback that leads to a Toeplitz-Block structured system matrix. For
this chapter, we continue to merely mention that A and B are BlockToeplitz structured with the same block size as S and with the same
band structure. They can thus be expressed as




.
.
.
.
.
.
a1 a2
b1 b2
ai , bi ∈ CK×K ,




a1 , b1 upper triangular,
A=
B=
a1 . . . 
b1 . . . 
...
...
ai = bi = 0 for i > L.

Borrowing terminology from the displacement representation (and slightly
abusing it), we will call the matrices ai and bi the generators of S.

We have now achieved the goal of finding upper triangular, BlockToeplitz matrices A and B that can be used to express S = T̃ H T̃
as S = AH A − B H B. The next step is to find a way to compute R
by annihilating B against A. This can be quickly done by rewriting
equation (5.7) as

 
 H

I
A
S = A BH
= XHJ X
(5.8)
−I B
with

 
A
X=
B

and

J=


I

−I



.

We will see in Section 5.2.2 that there exists an efficient method to
annihilate the B-part of X with a sequence of elementary transformations. The precise construction of this sequence can wait until then
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but we need to formally express its effect already now in order to be
able to reason about the generators. We will therefore denote the complete transformation with the matrix Θ and note that when it is chosen
appropriately, the A-part of X will turn into R:
   
R
A
when ΘH JΘ = J .
=
Θ
0
B
This holds since S = X H J X = X H ΘH J ΘX = RH R. A matrix
Θ that fulfills ΘH J Θ = J and ΘJ ΘH = J is called a J -orthogonal
matrix.
We continue by showing how to compute A and B using the idea of a
partial QR decomposition. The advantage of this method over the one
in Equation (5.6) is that it can be easily implemented on the array of
Figure 5.1. In order to see how and why it works, consider the following
partitioning of S and its Cholesky factor R:


s11 S 12
s11 ∈ CK×K
S=
SH
S 12 ∈ CK×(N −1)K , S 22 ∈ C(N −1)K×(N −1)K ,
12 S 22


r 11 ∈ CK×K
r 11 R12
R=
R22
R12 ∈ CK×(N −1)K , R22 ∈ C(N −1)K×(N −1)K .
H
Since S = RH R, we have s11 = r H
11 r 11 and S 12 = r 11 R12 and therefore




 H


s11 S 12
0 
r 11 
0 R12 =
r 11 R12 −
.
SH
0
RH
RH
12
12
12

Thus, the first K rows of R provide us with the generators for the first
K hooks of S. Since S is Block-Toeplitz, this suffices to describe the
whole of S. The first K rows of R can be computed on a partial QRarray simply by removing all cells below row K and inputting only the
first LP rows of T . More details about the array can be found later
on, when all pieces are available. But assuming that the partial QR
decomposition has been implemented, we can from now on work with
the generators

 

a1 a2 · · · aN = r 11 R12

and


 

b1 b2 · · · bN = 0 R12 .

The J -orthogonal transformation Θ will then complete the partial QR
decomposition and compute R22 , the rest of R.
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In addition to R, we also need to compute q = QH x̃. Just as with the
QR decomposition in Section 5.1, this can be done simultaneously with
computing R by appending an additional column to the matrix X and
transforming it with the same transformation Θ as X itself. We will
call the additional column the generator for x̃ and denote it with y.
More precisely, y ∈ CN K is chosen in such a way that
   
q
y
.
=
Θ
⋆
y
Thus, we will actually transform two copies of y. This choice is motivated by the fact that such a y is relatively easy to determine from the
requirement
 
y
H
H
T̃ x̃ = X J
(5.9)
y
since


 H
 
r 11
y
y
rH
XHJ
= (AH − B H )y = 
11
y
...

and y can therefore be computed with a few back substitutions against
rH
11 . This way to define y does indeed lead to the desired result since
 
 
 


y
y
q
XHJ
= X H ΘH JΘ
= RH 0 J
= RH q
y
y
⋆
and also

 
y
X J
= T̃ H x̃ = RH QH x̃
y
H

from which we can deduce that
RH q = RH QH x̃
and thus indeed q = QH x̃ (for a non-singular R) when y has been
chosen according to (5.9). Moreover, the computation of y can be
integrated into the partial QR decomposition that computes the ai and
bi. Let this partial QR decomposition be denoted as


r 11 R12
′ ′
′
T̃ = Q R
with
R =
(5.10)
0
⋆
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where the part of R′ denoted as ⋆ is not necessarily triangular. Furthermore, let us partition the vectors y, q ′ = Q′H x̃ (the result of partially
transforming x̃), and b = T̃ H x̃ = T H x according to
 
 ′
 
b1
q1
y1
′ 


 y2 
b2 
q2 
′
K
′




(5.11)
,
b
=
,
q
=
y=
 ... , y i, q i , bi ∈ C .
 ... 
 ... 
bN
q ′N
yN

Using these partitionings, (5.9) can be expressed in the following concise
way:
bi = r H
11 y i .

As mentioned above, this set of K × K triangular systems of equations
could be solved by computing bi and performing a back substitution
H
against r H
11 . However, substituting (5.10) into T̃ x̃ and using (5.11)
yields

   H
 
 H
b1
r 11 0 q ′1
r 11 0
′H
H
Q x̃ −→
(5.12)
T̃ x̃ =
.. =
.. ,
RH
.
RH
.
12 ⋆
12 ⋆
which allows us to determine that y 1 = q ′1 . Thus, when transforming
x̃ alongside T̃ in the partial QR decomposition, we will not only find
the desired generator for S in the first K rows of the result, we will
also find the first K elements of the generator for x̃ in q ′ , the partially
transformed x̃.
We cannot yet declare victory since only y 1 can be found in q ′ . However, the structure of T̃ allows us to easily form vectors x̃(i) such that
the matrix/vector product T̃ H x̃(i) will reveal bi in the first K elements
of its result. Symbolically:
 
 
b
0
i
T̃ H x̃(i) = T x(i) = ..
with x̃(i) = (i) .
x
.
The vector x(i) can finally be expressed as




x1
xi


 ... 
(i)
 with the partitioning x =  x.2 ,
x =
 .. 
xi+L−1
xN +L−1
0

(5.13)

and xi ∈ CP . That is, when shifting the x vector up by iP positions,
filling the rest with zeros and then prepending the usual N K zeros to it
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(G, r, m′ ) ← transcpy (a, b)
r←a
if b = 1 
G←

1
1



, m′ ← idl

1



, m′ ← cpy

else

G←



1

(G, r, m′ ) ← transidl (a, b)
m′ ← idl
r ← a

1
G←
1

Figure 5.7: Definitions of transcpy and transidl .

to yield x̃(i) , the result of T̃ H x̃(i) will contain bi in its first K elements,
just as needed to produce y i during the partial QR decomposition.
Thus, in order to compute y i for 1 ≤ i ≤ N , we can append the
N right-hand-sides x̃(i) to the array that will perform the partial QR
decomposition. We can describe this operation symbolically as

a1 a2 · · · aL y 1
0
⋆

0 ⋆
⋆
.
.. . .
..
 ..
.
.
.
0 ⋆ ··· ⋆ ⋆




σI
· · · yN
 t1
x1 · · ·
xN 
··· ⋆ 



(ort)
 t2
t1
x2 · · ·
xN +1 
··· ⋆  = Θ



..
..
..
..
.. 
..


.
.
.
.
.
.
tL tL−1 · · · t1 xL · · · xN +L−1
··· ⋆

which exactly corresponds to the operation performed by a triarray
device of the right dimension. The fragment labeled “Generators” in
Figure 5.6 shows the corresponding code. We will see in the next section
that the remaining J -orthogonal transformation Θ can be implemented
on the same array. However, we need a way to copy the ai generators
(except a1 ) out of the array to form the bi generators. Since a triarray
does not allow direct access to its internal registers, we make it offer an
additional ‘administrative’ mode, m = cpy, that can be used to selectively copy rows out of the array. Figure 5.7 shows the corresponding
transcpy program together with transidl, which is needed as well.

5.2.2 Schur Steps
Figure 5.8 shows a few steps in the process of transforming X with
elementary transformations Θi where we assume K = 1 to illustrate
the general principle in its simplest form.
As indicated in Figure 5.8, the first transformation Θ1 will transform
the first row of the A-part and the first row of the B-part such that
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Figure 5.8: A few steps in the transformation of a matrix constructed from two
Toeplitz structured, triangular parts. The matrices Θi denote elementary transformations that work on the indicated rows. The respective steps 1 and 2, as well as 4
and 5 are essentially identical.

the first element in the B-row will become zero. The next step, Θ2 ,
will eliminate the diagonal element in the second row of the B-part
using the second row of the A-part. For Toeplitz structured parts, the
two rows contain the same elements as the first rows before the first
step. Therefore, the second transformation will essentially be the same
as the first. Only the position of the effected rows differ, but not their
contents. When looking at these rows in isolation and transforming
them with the 2 × 2 kernel transformation θ 1 that defines both Θ1 and
Θ2, we see that
"
"
#
#
(1)
(1)
(1)
(0)
(0)
(0)
a1 a2 a3
a1 a2 a3
(1)
(1) = θ 1
(0)
(0)
(0)
b2 b3
b1 b2 b3
already contains everything needed to know that
"
"
#
#
(1)
(1)
(0)
(0)
a1 a2
a1 a2
(1) = θ 1
(0)
(0)
b2
b1 b2

117

5.2 Schur MUD
"
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a1
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#

···
···
···
···

← θ1

"

(0)
a1
(0)
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"
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(0)
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···
···

(0)
aN
(0)
bN

···
···

(1)
aN −1
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#

#

..
.
"

(N )
a1

#

← θN

"

(N −1)
a1
(N −1)
bN

#

Figure 5.9: The computations performed by the Schur Algorithm.

and we do not need to explicitly carry out the second transformation.
These considerations are valid for the whole diagonal of the B-part such
that we already know the result of eliminating it after eliminating only
its first element. Furthermore, both the A- and the B-part regain their
Toeplitz structure at the end.
It is easy to extend this reasoning to the remaining diagonals of the
B-part: they too can each be eliminated with a sequence of essentially
equivalent elementary transformations. However, not all of the A-part
takes part in the transformation. For example, when eliminating the
second diagonal, the first row of the A-part is not used since the Bpart no longer has a non-zero element in the first column. Thus, as the
elimination of the B-part proceeds diagonal-wise, the A-part loses its
Toeplitz structure from top to bottom. Furthermore, the non-Toeplitz
part of A remains constant during the rest of the transformation; it
already contains the first few rows of the final result, the matrix R. This
row-wise computation of R fits well with its row-wise approximation
that we have used successfully with the Cholesky MUD: We can simply
stop the elimination of diagonals in the B-part when enough rows of R
have been computed.
Consequently, the 2N × N matrix X (for K = 1) can be transformed
to reveal the factor R with only N explicit elementary transformations,
one for each diagonal of B in its upper right half. Figure 5.9 expresses
these N operations in a formal way. Each step consists of transforming
two rows. Initially, these two rows are the first rows of the A- and
B-part, respectively. After each transformation, the rows for the next
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step are formed by shifting the B-row one position to the left relative
to the A-row. After each step, the A-row of the result can be stored to
(i)
form the next row of the desired R-factor: R[i, j] = aj .
The complete transformation Θ that is built from the θ i needs to be
J -orthogonal. This can be achieved by choosing the θ i such that they
satisfy




1
H 1
.
θ =
θj
−1
−1 j
Such a θ j is called a hyperbolic transformation since transforming a
point in R2 with it moves the point along a hyperbola.
When applying θ j to two rows of X as depicted in Figure 5.9, θ j
must be chosen such that one element of the B-row becomes zero. For
complex valued entries, we can use

 ∗
1
a −b∗
θj = √ ∗
a
a a − b∗ b −b
(j−1)

(j−1)

where a = a1
and b = bj
are the elements of A and B, respectively, that determine the transformation. Using this definition, we
could write down the transhyp program which could then be used by
the trans cell for the new mode m = hyp. We will, however, only show
the CORDIC variant of transhyp.
The computations in Figure 5.9 are known as the Schur Algorithm [26,
8, 41, 21, 47, 51, 50]. They can be straightforwardly extended to BlockToeplitz parts with matching block sizes K > 1. The extension can
be found by replacing the scalars ai (j) and bi (j) with K × K matrices
ai(j) and bi(j) , respectively. The elimination of a bi (j) block can then be
performed with multiple elementary hyperbolic transformations, in the
same way as the QR decomposition eliminates multiple elements with
multiple elementary unitary transformations.
To complete the computation of R and q, we need to compute
   
A
R
Θm · · · Θ2 Θ1
=
B
0
and at the same time
   
q
y
.
=
Θm · · · Θ2 Θ1
⋆
y
Since we are going to exploit the Block-Toeplitz structure of A and
B, we will not explicitly carry out all of the Θi ; as explained above,

119

5.2 Schur MUD

only a few of them are actually required to arrive at the desired result.
However, all Θi need to be applied to the right hand side generator y
as well but since it has no Block-Toeplitz structure, none of them can
be skipped.
Figure 5.8 contains the solution to this problem, but again only for
K = 1: since the transformations that annihilate a diagonal are essentially identical, we can gather the y-elements into row vectors so that
they are transformed in parallel. Formally:
"

(1)
ya,1
(1)
yb,1

"

(1)
ya,2
(1)
yb,2

(1)
ya,3
(1)
yb,3

(1)
ya,N
(1)
yb,N

···
···

#

← θ1

"

(0)
ya,1
(0)
yb,1

(0)
ya,2
(0)
yb,2

(0)
ya,3
(0)
yb,3

···
···

(0)
ya,N
(0)
yb,N

#

#
"
#
(1)
(1)
(1)
(2)
(2)
(2)
ya,2 ya,3 · · · ya,N
ya,2 ya,3 · · · ya,N
← θ 2 (1) (1)
(1)
(2)
(2)
(2)
yb,1 yb,2 · · · yb,N −1
yb,1 yb,2 · · · yb,N −1
..
.
"

#
"
#
(N )
(N −1)
ya,N
ya,N
(N ) ← θ N
(N −1)
yb,1
yb,1

That is, the first transformation θ 1 is also applied to two rows that each
contain the elements of y, modifying them to two rows with distinct
elements. For the next transformation, the row corresponding to the
B-part is shifted right by one position and the left-most elements of
both rows are ignored. The result can be found in the A-row in the
elements that are successively ignored: q[i] = ya,i (i) .
Again, this procedure is easily extended to a sequence of elementary
transformations that is designed for Block-Toeplitz structured A and
B. The scalars ya,i (j) and ya,i (j) are simply replaced by suitable K × 1
vectors.
We now have a method for directly exploiting the Block-Toeplitz structure of T . It consists of repeated steps that each annihilate a K × K
block with elementary transformations. This makes each step again
suitable for an implementation with the triarray, provided it can perform hyperbolic transformations.
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5.2.3 Approximations
The Schur algorithm computes the matrix R step-wise: after eliminating a block-diagonal in the B-part, the next block-row of R can be
found in the A-part. Since we know that R can be approximated to
be Block-Toeplitz below a certain block-row, we can stop the algorithm
when all ‘interesting’ block-rows have been computed. From the algorithms treated earlier in this text, we expect this to work quite well and
that only a few Schur steps are necessary. The number of block-rows of
R that are explicitly computed will be denoted as d1 and (as usual) be
called the “depth” of the algorithm. Since the previous computation of
the generators have left the first block-row of R in the registers of the
array, only d1 −1 Schur steps are necessary to compute all d1 block-rows.
However, as with the QR MUD, the right-hand-side q = QH x̃ needs
to be computed as well and just stopping the transformation will leave
that computation uncompleted. When looking at the way the A-part
of X is transformed into R, we note that the A-part will contain the
complete approximated R after the first d1K rows have been computed.
Let us assume for the moment that this approximated R is the true
solution; thus, the final solution is already available after d1 − 1 Schur
steps. Consequently, the remaining Schur steps would not change the
A-part (since it is in its final form) and only perform elementary identity
transformations.
Thus, the skipped transformations will all be identity transformations
and need not be applied to the right-hand-side at all. In other words,
when R is exactly Block-Toeplitz below row d1 K, the B-part of X
will be completely zero after d1 K diagonals of it have been annihilated.
When R is only approximately Block-Toeplitz, the B-part will be approximately zero. Thus, when stopping the Schur Algorithm when a
useful approximation to R is available, we expect to have available an
equally useful approximation to q.
However, one complication arises in this process: The generator y a,i
needs to remain constant after step i has been completed. This can
be achieved by successively reconfiguring the corresponding processor
cells to stay idle during a transformation. An alternative is to leave out
the reconfiguration and simply carry out the transformations anyway.
This can be shown to be equivalent to artificially raising the number
of symbols per burst from N to N + d1 − 1 by prepending (d1 − 1)P
zeros to the vector x and correspondingly enlarging the result vector dˆ
by (d1 − 1)K elements. This will degrade the quality of the estimation
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since the constraint that the first (d1 − 1)K elements of the longer dˆ
must be zero is not respected by the linear estimators. However, the
simulations show that this degradation is acceptable for the investigated
scenarios.
Also, after each step, we need to retrieve the ai generators from the
registers in order to fill the R matrix. The next section will explain
how this can be avoided by modifying the final back substitution and
will show that this modification nicely complements the zero-padding
approximation of the last paragraph.
With all these details in place, we arrive at the iterative procedure
labeled “Schur steps” in Figure 5.6.

5.2.4 Back Substitution
The back substitution step that concludes the Schur MUD can again
be carried out with linear elementary transformations as explained in
Section 5.1.1 for the QR decomposition array. However, that array was
in a state where all information about the matrix R could be found in
perfectly located internal registers. The array that performs the Schur
MUD retains only a portion of R, namely block-row d1 , the last blockrow that has been computed before assuming that the B-part is close
enough to zero. To carry out the back substitution, which requires the
knowledge of the complete R and not just of the part of it that has
been assumed to be Block-Toeplitz, we would have to store the internal
registers of the array away after each Schur step, just as we need to
copy out the generators after the partial QR decomposition.
This can be avoided by taking the bold step of approximating the
whole of R with a Block-Toeplitz matrix, not just its lower part. That
is, we take what has been computed as block-row d1 to actually be
the first block-row of R and assume that all of R is Block-Toeplitz.
This approach is motivated by the fact that then the array contains
the complete information about this new R after the Block-Schur steps
have been carried out.
Additionally, this approximation exactly fits the zero-padding used
in the last section to avoid the reconfiguration of the right-hand cells.
The front-padding of x with d1 − 1 blocks of zeros moves the interesting
elements of dˆ down so that the back substitution will compute them
with the lower part of R, ignoring the first d1 − 1 block-rows of it. That
lower part, by assumption, is the Block-Toeplitz part and the registers
of the array contain its (defining) first block-row after d1 steps, just as
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wanted.
Since −I is upper triangular and Block-Toeplitz, the back substitution can proceed exactly as the Schur algorithm. When the first K
rows of −I are used as the B-generators, zeros are used for the y generators, and linear elementary transformations (m = lin) replace the
hyperbolic ones, the procedure in Figure 5.8 will efficiently compute
the desired Schur complement. The resulting code is labeled “Back
substitution” in Figure 5.6.
As shown, the back substitution procedure additionally makes use of
the same approximation as the Block-Schur transformation: only the
first d2 transformation steps are actually carried out; the remaining
steps assume that the bi are already zero.
An important consequence of all these approximations is that the
Schur MUD as given in Figure 5.6 is not able to compute the exact
solution (5.1); there is no setting of d1 and d2 that will compute the
exact q or use the exact R in the back substitution step.

5.2.5 Hyperbolic Transformations with CORDIC
The CORDIC method can be used to approximate real valued hyperbolic transformations in the same way as it was used for orthogonal and
linear transformations. Figure 5.10 shows the details. However, in order to ensure convergence, some micro-rotations need to be carried out
twice [67, 22]. We have prepared for this situation in the programs of
Figure 5.4 by only halving t when the index i of the micro-rotation is not
in the set D of double-rotations. For the QR MUD, no micro-rotations
were doubled, but now, we take D to be
D = {1, 5, 15, 43}
which is in accordance with the literature except for the additional
doubling of the first micro-rotation (i = 1). This additional doubling is
performed to heuristically enlarge the maximum implementable hyperbolic angle for a given number w of micro-rotations.
To make the structure of the three different kinds of CORDIC transformations as similar as possible, the doubling is performed for all kinds,
not only for the hyperbolic ones.
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(G, r) ← cordichyp (a, b)
Given a, b ∈ R, compute a hyperbolic
transformation matrix G such that
   
a
r
G
and b′ ≈ 0.
= ′
b
b
c ← 1, s ← 0, t ← 1/2, f ← 1
if b 6= 0
for i from 1 upto w
if
 ab <
 0: µi ← −1 else
 µi ←+1
a c
1
−µi t a c
←
b s
−µi t
1
b s

(G, r, m′ ) ← transhyp (a, b)
Given a ∈ R and b ∈ C, construct
a complex valued, hyperbolic transformation matrix G from real valued
ones.
m′ ← hyp
(Gb , b′ ) ← cordicort (ℜ(b), ℑ(b))
(Gr , r) ← cordichyp (a, b′ )

1
G ← Gr
Gb [1, 1] − jGb [1, 2]

f ← f (1 − t2 )
if i 6∈ D: t ← t/2

c −s
−1/2
, r←a
G=f
−s c

Figure 5.10: Hyperbolic transformations, based on the CORDIC method. Note that
transhyp uses cordicort to eliminate the imaginary part of b.

5.2.6 Simulation Results
Figure 5.11 presents simulation results for the Schur MUD. It can be
seen that the algorithm can indeed not reach the performance of the
exact linear estimator in Figure 2.14 for the easy scenarios. However,
when accepting the reduced performance of the algorithm as sufficient,
one can see that the presented approximations are quite effective: only
d1 − 1 = 4 Schur steps and d2 = 5 back substitution steps suffice to
attain this performance. Moreover, Figure 5.12 shows that the CORDIC
devices need to perform only w = 14 micro-rotations.
The hard scenarios show an interesting effect: for large values of d1
the bit error ratio reaches the level of the exact estimator, but for small
values, it is significantly better. The reason for this behavior is unclear
at this time, but it is no fundamental contradiction to the claim that
Figure 2.14 shows the Best Linear Estimators. These estimators are
only then optimal when the underlying matrix T is known perfectly.
Since the hard scenarios use a non-perfect channel estimation, better
estimators than the BLUE or BLE can exist and it looks like we have
found some. More investigations are clearly needed.
It is important to note that the behavior of the Schur MUD with
regard to the computation depths is not as straightforward as for the
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Figure 5.11: Simulated bit error ratio Pb of the Schur MUD put against the computation depths d1 and d2 , respectively. Eb /N0 = 12 dB. The dashed lines show the
performance achieved by the exact best linear estimators.

rest of the considered algorithms: the bit error ratio curves are not
monotonic in the hard scenarios. When increasing the computation
depth d1 beyond its optimum, one does not only risk spending more
computational resources than necessary, one also risks to degrade the
performance.

5.2.7 Computational Requirements
Just as in Section 5.1.5, we will again only count activations of trans
and apply cells and will present expressions for the critical path through
the computations and the maximum number of simultaneously active
cells (the ‘area’).
The central operation of the algorithm is the annihilation of ℓ rows
with the K × (KL + N ) triarray device. When only looking at one
isolated execution of the array, the critical path Ctri(ℓ) and the area
Atri of this operation are
Ctri(ℓ) = ℓ + K − 1 and Atri = K(K + 1)/2 + K 2L + KN.
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Figure 5.12: Simulated bit error ratio Pb of the Schur MUD put against the micro
rotations w. Eb /N0 = 12 dB. The dashed lines show the performance achieved by the
exact best linear estimators.

However, when two executions of the array are performed directly in
sequence, and the needed input values are available, the second execution can start directly after the last row of the first execution has been
input into the array. That is, we do not need to wait K − 1 activations
until the last row of the first execution has traveled from the input to
the output before inputting the first row of the second execution. In
the algorithm of Figure 5.6, the required inputs are available, and thus
′
we can use the shorter critical path Ctri
(ℓ) = ℓ for all executions of
the array except for the last. The area Atri, of course, is unaffected by
these considerations.
The expressions for the complete algorithm can then be mechanically
derived by following the code in Figure 5.6. Since only one triarray
device is used, the area is simply
Aschur = Atri = K(K + 1)/2 + K 2L + KN.
The critical path consist of the concatenation of the individual critical
paths for each execution of the array:
′
′
′
Cschur = Ctri
(1) + Ctri
(LP ) + Ctri
(K)
′
+ (d1 − 1)Ctri(K)
′
+ (d2 − 1)Ctri
(K) + Ctri(K)
= 1 + LP + K + (d1 − 1)K + (d2 − 1)K + K − 1
= LP + K(d1 + d2 )
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The computation depths chosen in the last section lead to the following
concrete numbers: The array consists of Aschur = 1939 processing cells
and the result is available after Cschur(5, 5) = 220 or Cschur(2, 10) = 248
activations. These numbers, especially when compared to the numbers
for the QR MUD (Aqr(8) = 8820, Cqr = 2748), reveal the slightly lower
performance of the algorithm in the easy scenario as a good compromise.

5.3 Summary
We have presented two approaches to compute approximations to the
desired linear estimate dˆ that both make use of the basic operation of
annihilating a part of a larger matrix with elementary transformations.
That operation can be implemented with a parallel array of processing
cells that are connected in a very regular pattern. Such an array is
expected to be a reasonable match to the requirements of dedicated
hardware designs.
The first approach, the QR MUD, used unitary elementary transformations to directly carve the R factor out of the system matrix T .
That factor is used in a second step to compute the solution dˆ via the
annihilation of an identity matrix with linear elementary transformations.
The second approach, the Schur MUD, proceeded roughly along the
same path but was able to exploit the Block-Toeplitz structure of T
while computing R. It did this by repeatedly annihilating smaller matrices with hyperbolic elementary transformations after computing an
initial partial QR decomposition. In addition, the Schur MUD assumed
a complete Block-Toeplitz structure in R and exploited that structure
in a similar way during the last step of computing dˆ with linear elementary transformations.
Both approaches incorporated far reaching approximations. The QR
MUD took advantage of the band structure and the near Block-Toeplitz
structure of R by removing large parts of the processing array and
replacing it with a (slightly complicated) net of delay cells. The Schur
MUD was able to simply use less iterations of its two main loops. Since
none of the cells that are responsible for transforming the right-hand
sides can be removed from the QR decomposition array, the critical path
(responsible for the latency of the computation) has not been shortened
by the approximations. However, the number of simultaneously active
processing cells could be reduced by a factor of 18 (hard scenarios) and
40 (easy scenario), respectively.
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In contrast, the Schur MUD makes repeated use of a smaller processing array and achieves its approximations by executing this array
less often. Thus, the approximations do not yield a reduction in area
but they do shorten the critical path. According to the simulations,
the Schur MUD can compute an acceptable result with a critical path
that is one tenth that of the QR MUD using only one forth of the cells.
Thus, unlike the Levinson MUD that did not really outperform the simpler Cholesky MUD, the specialized Schur MUD has clear advantages
compared to the QR MUD.
The specification of the processing cells themselves is geared towards
implementing them with the CORDIC method: each elementary transformation is approximated by a sequence of simpler micro-rotations.
Simulations have shown that about 20 (QR MUD) or 14 (Schur MUD)
micro-rotations suffice for a IEEE double floating point number representation.
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6 Conclusion
This work has presented five algorithms for efficiently realizing a multiuser detector in a UTRA TDD mobile radio system. The different
algorithms have been designed with different hardware architectures
in mind and fall into two broad categories: three of the algorithms
(the Cholesky MUD, the Levinson MUD and the Fourier MUD) are
targeted at sequential processors that allow complex control flows, and
two are dominated by data-flow and are geared towards highly parallel
implementations (the QR MUD and the Schur MUD).
The task of the five algorithms is to compute useful approximations to
the best linear estimate (both in its biased and unbiased variant) of the
transmitted data symbols. And indeed, by measuring the bit error ratios
achieved by the algorithms in a simulated UTRA TDD system it could
be verified that far reaching modifications could be incorporated into
the algorithms without lowering their performance significantly. These
modifications are key to reducing the computational requirements of
the algorithms.
The efficiency of the three algorithms in the first category was judged
by counting how many real valued multiplications they need to perform
for arriving at the final solution, reflecting their sequential execution.
Comparing these multiplication counts reveals that the Cholesky MUD
and the Levinson MUD have about equal computational requirements,
while the Fourier MUD is significantly cheaper.
Figure 6.1 shows this in more detail. The graphs show how the
computational requirements of the three algorithms change when one
or more of the main parameters are varied. When not being varied
or stated otherwise, the parameters keep the values indicated in Figure 2.12. When varying the spreading factor Q, the number of active
codes is changed along with it to maintain a nearly constant load of
K/Q = 7/8. The “relative depth” graph shows what happens when the
approximation parameters of the algorithms are increased from their
smallest possible value (p = 0) up to their largest value where the algorithms compute the exact solution or the best possible approximation
(p = 1).
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Million real multiplications
Levinson MUD
Cholesky MUD
3

15

2

10

1

5

0

0

5

10

0

15

0

Resource units, K

Fourier MUD

5

10

15

Receiver antennas, M

50

8

40

6

30
4
20
2

10
0

0

200

400

600

800

1000

0

0

Channel length, W

50

100

150

200

250

Symbols per burst, N

50

30

40
20
30
20
10
10
0

0

20

Spreading factor, Q

40

60

(K = ⌊7/8Q⌋)

0

0

0.2

0.4

0.6

0.8

1

Relative depth, p

Cholesky MUD: d = 5;
d = ⌈p(N − 1)⌉ + 1
Levinson MUD: d1 = d2 = 6, d3 = 2;
d1 = d2 = ⌈p(N − 1)⌉ + 1, d3 = ⌈d1 /3⌉
Fourier MUD: D = 16, p+ = 4, p− = 3; D = 2⌈log2 127p+1⌉ , p+ = p− = 0
Figure 6.1: Computational requirements of the three DSP-oriented algorithms put
against changing system parameters. The approximation parameters are given in the
table; the right column is for the “relative depth” graph.
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As expected, the algorithms exhibit mostly the same asymptotical
behavior: they all are Θ(K 3), Θ(M) and Θ(N ). However, the growth
coefficient of the Fourier MUD is always much smaller than the one
of the remaining two algorithms. Indeed, the Fourier MUD is immune
against increasing the inter symbol interference in the system by lengthening the channel impulse response, while the Levinson MUD and even
more so the Cholesky MUD incur a huge increase in their computational
requirements. (However, a longer channel impulse response will likely
require a lower approximation level (for all algorithms) and can thus
indirectly influence the computational requirements even of the Fourier
MUD.)
This advantage of the Fourier MUD turns into a slight disadvantage when increasing the spreading factor Q together with K: a larger
spreading factor can lead to less inter symbol interference but the Fourier
MUD cannot exploit this directly. This happens at Q = 56 in Figure 6.1,
for example. At that point, L drops from 3 to 2, resulting in a corresponding drop in the computational requirements of the Cholesky MUD
and the Levinson MUD, but not for the Fourier MUD.
When taking everything together, the Fourier MUD can be recommended over both the Cholesky MUD and the Levinson MUD for an
implementation on a DSP. However, the Fourier MUD will always only
compute an approximation to the best linear estimate; since it computes a block-circulant estimate it cannot be configured to compute the
exact estimate, which is not block-circulant. When the exact estimate
is desired, the Cholesky MUD seems to be the right choice because of
its simplicity compared to the Levinson MUD and because it never is
significantly more expensive and sometimes even significantly cheaper.
It should be noted, however, that the exact solution is not required in
our UTRA TDD application scenario.
The Fourier MUD has the additional advantage that it can be easier
parallelized/pipelined to a larger degree than the Cholesky MUD or
the Levinson MUD. Thus, it is also the algorithm of choice (among
the three of the first category) for distributing the computations over a
small number of interconnected DSPs and dedicated FFT cores.
The second category of algorithms targets a different kind of hardware
architecture than the first and we therefore do not attempt to directly
compare the two different categories. Figure 6.2 thus contains only the
two ASIC-oriented algorithms: the QR MUD and the Schur MUD.
It can be seen that the Schur MUD is the clear winner, both when
looking at the critical path as well as in terms of area. The QR MUD
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Thousand activations (critical path) / Thousand cells (area)
QR MUD
Schur MUD

2
1
0
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0
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5
0
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critical path

critical path

3
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0
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0
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5
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Receiver antennas, M

3
2
1
0
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8
6
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0

critical path

critical path

4
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0
0
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800

0

0
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Spreading factor, Q

40
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(K = ⌊7/8Q⌋)

QR MUD: d = 20;
Schur MUD: d1 = 2, d2 = 10;
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1
0
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6
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0
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Symbols per burst, N
critical path

Channel length, W
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20
0

0

0.2

0.4

0.6
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1

Relative depth, p
d = ⌈p(N − 1)⌉ + 1
d1 = d2 = ⌈p(N − 1)⌉ + 1

Figure 6.2: Critical path and area of the two ASIC-oriented algorithms put against
changing system parameters. The approximation parameters are given in the table
below; the right column is for the “relative depth” graph.
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is never better, both absolutely and asymptotically. Thus, the Schur
MUD can be recommended over the QR MUD for an ASIC-oriented
implementation. This might have been expected since the Schur MUD
takes special measures for directly exploiting the Block-Toeplitz structure while the QR MUD does not. However, the same expectation
turned out to be wrong in connection with the Levinson MUD and the
Cholesky MUD.
Just as the Fourier MUD, the Schur MUD can only compute an approximation to the exact best linear estimate since it assumes the factor
matrix R to always be exactly Block-Toeplitz. When the exact linear
estimate is desired in an ASIC-oriented implementation, however, it
seems best to modify the Schur MUD to drop this assumption (which
is readily possible at the expense of additional accesses to internal registers of the processor array) instead of switching to the QR MUD.
The algorithms and techniques summarized above have been designed
and investigated in detail for the UTRA TDD mobile radio system with
the high chiprate option. However, they are generally applicable to the
large class of burst-wise time-invariant, linear, discrete MIMO systems
with limited inter-symbol-interference.
For example, the algorithms can be readily adapted to the low chiprate
option of UTRA TDD; it differs mainly in the number of symbols per
burst and in the allowed channel length. As shown in Appendix C,
the discussed approximation schemes work as least as well for the low
chiprate option as they do for the high chiprate one.
The data model of the UTRA FDD (Frequency Division Duplex)
mode of UMTS is very similar to the one of UTRA TDD; it too can
be described with a finite, band structured, Block-Toeplitz system matrix [35]. Thus, the presented algorithms could be applied to it unchanged as well. However, the characteristics of the structure are quite
different: while UTRA TDD leads to a matrix with many small unstructured blocks, UTRA FDD has significantly fewer, larger blocks that are
internally structured. This difference will likely lead to significantly
different behavior of the algorithms and their approximations.
One can of course also transfer some of the ideas and approaches
shown in this work to systems that differ more fundamentally from
UTRA TDD, such as those investigated for the fourth generation of mobile radio, since burst-wise time-invariance, and limited inter-symbol interference can be found in most radio communication systems. See [53,
54, 52] for recent results in this direction.
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A Best Unbiased Block-Circulant
Estimation
This appendix sketches how to prove that the unbiased block-circulant
estimator from Section 4.3 does indeed achieve the minimal error variance among all block-circulant estimators.
Recall that the considered unbiased estimate is computed as


+
dˆ = J T̃ x̃
with
J = I 0 ∈ CN K×DK

where T̃ ∈ CDP ×DK is defined in Figure 4.1.

We first note that the goal of minimizing

q = E{(dˆ − d)H (dˆ − d)}
can be replaced by minimizing the matrix-valued expression
Q = E{(dˆ − d)(dˆ − d)H }
when using the notion that a positive definite matrix Q is smaller than
a positive definite matrix Q′ when their difference Q′ − Q is positive
definite or positive semi-definite. This is true since the statement
q ≤ q ′ ⇔ Q < Q′
can be proved by observing that
q = tr(Q) and thus q ′ − q = tr(Q′ − Q).
The difference q ′ − q must be non-negative for Q < Q′ since the trace
of a matrix equals the sum of its eigenvalues and a positive definite or
positive semi-definite matrix Q′ − Q has no negative eigenvalues.
In order to prove that B̃ = T̃ + is unbiased, one can show for a T̃ of
full column rank that


 


+
I 0
I
′
T̃ T̃ = I → B̃ T T =
→ B̃T =
→ J B̃T = I
0 I
0
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and from this it can be seen that indeed
ˆ = J B̃T d + E{J B̃n} = d.
E{d}
The fact that B̃ has minimal variance among all block-circulant estimators can be seen by writing all possible block-circulant matrices B ′
as B ′ = B̃ + C where C is a block-circulant matrix itself. From the
unbiasedness property we have the requirement
 
0
JB ′ T = I ⇒ JCT = 0 ⇒ CT =
X
for an arbitrary matrix X of suitable size. Like T , the columns of CT
must form the first columns of some block-circulant matrix. Since the
first N P rows of that matrix are constrained to be zero and there are
only (L − 1)P rows in the X-part, with (L − 1) < N , the matrix can
only then be embedded into a block-circulant matrix when X is zero as
well. Likewise, we can extend T by appending T ′ to find C T̃ = 0.
The error vector for B ′ can then be computed to be
′
dˆ − d = JB ′ (T d + n) − d = J B ′ T d + J(B̃ + C)n − d = J (B̃ + C)n.

Assuming for simplicity E{nnH } = σn2 I, we get:
′
′
Q′ = E{(dˆ − d)(dˆ − d)H }

H

= J (B̃ + C)E{nnH }(B̃ + C H )J H
H

H

= σn2 J(B̃ B̃ + C B̃ + B̃C H + CC H )J H .
Since C T̃ = 0, we have C B̃
B̃C H = 0. Together with

H

= C T̃ (T̃ H T̃ )−1 = 0 and likewise

H
Q̃ = E{(dˆ − d)(dˆ − d)H } = σn2 J B̃ B̃ J H

we therefore have

Q′ = Q̃ + J CC H J H .

The difference Q′ − Q̃ = JCC H J H is always positive semi-definite no
matter how C is chosen. Thus, Q̃ is the minimal variance attainable
with a block-circulant estimator, and B̃ is such an estimator.

B Computational Complexity
The computational complexity of an algorithm is often expressed in ‘bigOh’ notation. Unfortunately, the exact meaning of this notation seems
not to be well established and it is often used to denote both lower and
upper bounds (most often without explicitely stating which is meant),
while it is traditionally only defined in the mathematical literature to
give upper bounds on the order of growth. As a consequence, stating
that “Algorithm A is O(n2 ) and Algorithm B is O(n log n)” and then
following that “therefore, Algorithm B has a lower complexity than A”
is strictly speaking wrong. Since only upper bounds are stated, it might
be that a better upper bound for the computational complexity of A is
O(n) which contradicts the conclusion but not the assumptions.
Also, one sometimes finds expressions like m = O(2n2), which are
then compared to m′ = O(3n2) to find that m′ is less efficient than
m. This use does also not fit with the actual definition of O(·) below.
It is true, however, that usually only the notation is abused, and the
conclusions that are drawn are correct.
We take care to define O(·) and related notations in order to be able
to use them correctly. Following [27] and extending the definition to
multiple variables:
O(f (n1, n2, . . .)) denotes the set of all g(n1, n2, . . .) such that there exist
positive constants C and N1 , N2, . . . with
|g(n1 , n2, . . .)| ≤ Cf (n1, n2, . . .)

for all tuples (n1, n2, . . .) with ni ≥ Ni simultaneously for all i.
Ω(f (n1, n2, . . .)) denotes the set of all functions g(n1 , n2, . . .) such that
there exist positive constants C and Ni with
g(n1, n2, . . .) ≥ Cf (n1, n2, . . .)

for all tuples (n1, n2, . . .) with ni ≥ Ni simultaneously for all i.
Θ(f (n1, n2, . . .)) denotes the set of all functions g(n1, n2, . . .) such that
there exist positive constants C, C ′, and Ni with
Cf (n1, n2, . . .) ≤ g(n1 , n2, . . .) ≤ C ′f (n1, n2, . . .)

for all tuples (n1, n2, . . .) with ni ≥ Ni simultaneously for all i.
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In a given expression, it can be decided arbitrarily which of the symbols
in the argument of O, Ω, or Θ are regarded as “going to infinity”, and
which are regarded as fixed. For example, the notation O(n2m) can be
read as all of the following:
• “p(n) = O(n2 m) grows at most quadratically when n goes to
infinity and m is fixed.”
• “p(m) = O(n2 m) grows at most linearly when m goes to infinity
and n is fixed.”
• “p(n, m) = O(n2 m) grows at most with n2 m when both n and m
go to infinity.”
When m is dependent on n, and vice versa, then only the last interpretation can be used, of course, since m cannot stay fixed when n grows,
and vice versa.
From these definitions, it can for example be seen that O(2n2) denotes the same set of functions as O(3n2) and the two expressions can
therefore not be used to differentiate the computational complexities of
two algorithms. A better way is to compare 2n2 + O(n) to 3n2 + O(n),
which gives precise coefficients for the quadratic term and states that
the ignored terms grow at most linearly. Likewise, one cannot follow
from m ∈ O(n2 ) that m 6∈ O(n log n). A better way to put these algorithms in different complexity classes is to use Θ(n2) versus Θ(n log n).
However, the computational complexity only talks about the asymptotic behavior of the number of operations when a parameter goes to
infinity. An algorithm that is characterized as Θ(n2) might still require less operations than an algorithm that is rated Θ(n log n) for the
specific parameters of the problem at hand. We will therefore usually
derive precise operation counts for the presented algorithms in order to
compare them for a number of typical parameters.

C Results for the Low Chiprate
Option
The main body of this text has concentrated on the high chiprate option
of UTRA TDD. This appendix shows the system parameters, simulation
results and computational requirements for the low chiprate option.
As can be seen in Figure C.1, the lower chiprate results in fewer samples per channel impulse response (W = 16), which in turn implies a
shorter MIMO impulse response (L = 2). This ultimately leads to a
very narrow band in the system matrix T . The approximation techniques used for computing the best linear estimates are expected to be
more effective for smaller bands and indeed, the simulation results in
Figures C.2 (Exact MUD), C.3 (Cholesky MUD), C.4 (Levinson MUD),
C.5 (Fourier MUD), C.6 (QR MUD), C.7 and C.8 (Schur MUD) acknowledge this to a large degree. However, the Schur MUD shows a
noticeable higher performance degradation than for the high chiprate
option.
Table C.1 finally collects the computational requirements for selected
approximation parameters. In contrast to the high chip rate option,
the Cholesky MUD now requires fewer multiplications than the Fourier
MUD in variant 1, but variant 2 of the Fourier MUD is now more
efficient.

T =

K
M
Q
P
W
L
N

14
1
16
16
16
2
22

Number of active codes
Number of antennas at the receiver
Spreading factor
Effective diversity factor
Length of channel impulse response
Length of MIMO impulse response
Number of information symbols

T ∈ C368×308
Figure C.1: The matrix T and its parameters for the simulated system. Low chiprate
option.
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0

4

8
12
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Figure C.2: Simulated bit error ratio Pb for the exact best linear estimators for the
easy and hard configuration of the simulated system. Low chiprate option.
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Figure C.3: Simulated bit error ratio Pb for the Cholesky MUD, put against the
depth d. The performance of the exact estimators are indicated by the dashed lines.
Low chiprate option.
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Depth, d1
Figure C.4: Simulated bit error ratio Pb for the Levinson MUD, put against the depth
d1 , using (3.15) to determine d2 and d3 . The performance of the exact estimators are
indicated by the dashed lines. Low chip rate option.
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Figure C.5: Simulated bit error ratio Pb for the overlap-discard method, hard scenario with BLUE-style estimator (left), and easy scenario with BLE-style estimator
(right), both with EB /N0 = 12 dB. The dashed lines show the bit error ratio achieved
by the exact best linear estimators. Low chip rate option.

142

C Results for the Low Chiprate Option

Hard, BLUE, w = 32
Hard, BLE, w = 32
Easy, BLUE, w = 32
Easy, BLE, w = 32

100

Pb

Hard, BLUE, d = 10
Hard, BLE, d = 10
Easy, BLUE, d = 5
Easy, BLE, d = 5

10−1

10−2
135

10

20
Depth, d

30

40

4

8

12 16 20
Micro-rotations, w

32

Figure C.6: Simulated bit error ratio Pb for the QR MUD, put against the parameter
d, left, and w, right. Eb /N0 = 12 dB. The dashed lines indicate the performance of
the exact estimators. Low chip rate option.
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Figure C.7: Simulated bit error ratio Pb for the Schur MUD put against the computation depths d1 and d2 , respectively. Eb /N0 = 12 dB. Low chip rate option.
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Figure C.8: Simulated bit error ratio Pb for the Schur MUD put against the micro
rotations w. Eb /N0 = 12 dB. Low chip rate option.

Cholesky
Levinson
Fourier
QR
Schur

Real mult. Area Crit.
d=2
220 780
d1 = d2 = 3, d3 = 1
469 322
D = 16, p+ = p− = 1, v = 1
274 528 224 11 542
212 704 329 30 358
D = 16, p+ = p− = 1, v = 2
d=5
2 121
984
d = 10
3 626
984
d1 = 3, d2 = 4
805
130
d1 = 2, d2 = 3
805
102

Table C.1: Computational requirements of the five MUD algorithms for the low
chiprate option of UTRA TDD.
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Notation, Programs, and Symbols
Notation
For notation that is not explained in Section 1.2 on page 7, we list the
page where it is defined.
x
X
x
X
x
x
prog
A

Complex scalars
Often a system parameter, a positive integer
Complex vectors or matrices
Complex matrices
Sequence of complex scalars
Sequence of complex vectors or matrices
Program
State of a data flow machine

97

⌈x⌉
⌊x⌋
x[i]
X[i, j]
x(i)
prog (a, b)
A(a, b)

Smallest integer greater than or equal to x
Largest integer less than or equal to x
The ith element of vector x
The element in row i, column j of matrix X
Element with index i of sequence x
Program invocation
Data flow machine activation

97

xi
x(i) , x(i)
x̄, x̂, x̃, x′


x1,1 x1,2
x2,1 x2,2
{2, 1}
(a, b)

The variable named xi , not the ith element of x
More ways to name variables

ℜ(x)
ℑ(x)

Matrix partitioning
Literal sequence
Tuple
Real part of x
Imaginary part of x
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AT
AH
AT [K]
A−1
A+
diag(a)
A⊗B
a⋆b
a←b
E{·}
Θ(·)
Mprog
Cprog
Aprog
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Transpose
Conjugate transpose
Block transpose
58
Inverse of A
Pseudo-inverse of A
Diagonal matrix with elements of a on diagonal
Kronecker product
Convolution of two sequences
Assignment
Expectation operator
“Big-Theta” for asymptotic approximation
137
Real multiplications of prog
Real multiplications or cells on the critical path of prog
Maximum number of simultaneous real multiplications
or cell activations of prog

Programs
apply
Off-diagonal cell of triarray
bfft
Block Fourier Transform
bffth
Block Fourier Transform, hermitian result
bifft
Inverse Block Fourier Transform
chol
Cholesky factorization
cholapprox Approximate Cholesky factorization
cordicm
CORDIC for mode m
delay
Diagonal cell for approximated triarray
dest
Destination cell for triarray
fourv
Fourier MUD
fourinitv Fourier MUD initialization, variant v
lev
Levinson MUD
schur
Schur MUD
source
Source cell for triarray
subst
Reduced rank back substitution
substh
Reduced rank hermitian back substitution
trans
Diagonal cell of triarray
transm
Elementary transformation of mode m
triarray Triangular annihilation array

99
86
94
94
43
48
106, 123
103
99
85
86
63
109
99
9
9
99
99, 106, 123
98
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Symbols
ai
A
b
bi
B
b(k,m)
C
c(k)
d
d1 , d2 , d3
d1 , d2
d
dˆ
dˆBLE
dˆBLUE
dˆRAKE
dˆSEP
d˜
d(k,ℓ)
d(k)
d
D
Eb
Ek
E ′k
F (n)
F (n,ℓ)
G
H
h(k,m)
j
J
K
L

Blocks of A
111
Generator matrix for S
109
H
T x
41
Blocks of B
111
Generator matrix for S
109
Combined “spreading channel” impulse response
21
Spreading matrix for the downlink
23
Spreading code of resource unit k
20
Chapter 3: approx. parameter of Cholesky MUD
47
Chapter 5: approx. parameter of QR MUD
103
Chapter 3: approx. parameters of Levinson MUD
61
Chapter 5: approx. parameters of Schur MUD
120, 122
Vector with all data symbols of all modeled users
16
Estimate of d
26
Best linear (biased) estimate of d
27
Best linear unbiased estimate of d
26
Fully populated RAKE estimate of d
35
“Single channel” estimate of d
37
Extension of d for block-circulant T̃
78
Data symbols of resource unit k, block ℓ
19
Data symbols of resource unit k, ignoring block
20
Input sequence of MIMO-equivalent SISO system
14
Block length in overlap-discard method
83
Energy per information bit
34
Block exchange matrix of size kK × kK
57
Exchange matrix of size k × k
57
Fourier transform matrix of size n × n
72
Block Fourier transform matrix of size ℓn × ℓn for
blocks of size ℓ × ℓ
77
Elementary 2 × 2 transformation matrix
99
Convolution matrix of the downlink channel
23
Impulse response from transmitter k to antenna m
20
Imaginary unit
Chapter 4: selection matrix for block-circulant est.
78
Chapter 5: sign matrix for combined generator X
111
Number of active resource units
23
Length of MIMO impulse response
22, 23
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M
Mi
n
N
N0
n(m)
p+
p−
P
Pb
P
q
Q
Q
Q′
R
R′
Rdd
Rnn
si
S
S̃ (D)
ti
t
T
T̃

T̃ (D)
ui,j
U
W
x
x̃
x(m)
x
X
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Number of antennas at receiver
23
CORDIC Micro-rotation
104
Vector with noise for all antennas
21
Number of information symbols in one data block 20, 23
Energy per noise sample
34
Noise at antenna m
20
Prelap in overlap discard method
83
Postlap in overlap discard method
83
Effective diversity factor
22, 23
Bit error ratio
34
Cyclical shift matrix
73
H
Q x̃
96
Spreading factor
20, 23
Q-factor from QR decomposition of T̃
96
Q-factor from partial QR decomp. of T̃
113
R-factor from QR decomposition of T̃
96
R-factor from partial QR decomp. of T̃
113
Covariance matrix of data vector d
27
Covariance matrix of noise vector n
26
Block of S
47
H
2
T T +σ I
41
H
T̃ (D) T̃ (D) + σ 2I
87
Elements of MIMO impulse response
23
Impulse response of MIMO-equivalent SISO system
14
System matrix of radio transmission model
16
Chapter 2: weighted T for space-time processing
29
Chapter 4: block-circulant extension of T
78
Chapter 5: “least squares” extension of T
96
Block-circulant extension of a part of T
83
Block of U
47
Cholesky factor of S
42
Length of radio channel impulse response in chips
23
Vector with received symbols of all antennas
16
Chapter 2: weighted x for space-time processing
29
Chapter 5: “least squares” extension of x
96
Received symbols at antenna m
20
Output sequence of MIMO-equivalent SISO system
14
Combined generator matrix for S
111

Notation, Programs, and Symbols
y

Generator for x̃

Λ
Φ
σ
σd
σn
Σ(D)
Θ(m)
Θ(D)
Υ(D)

Often: eigenvalue or block eigenvalue matrix
Eigenvalue matrix of P
σn/σd when σn is known, else zero
Variance of uncorrelated data
Variance of white noise
2
ΘH
(D) Θ(D) + σ I
Linear transformation of mode m
Block eigenvalue matrix of T̃ (D)
Cholesky factor of Σ(D)

149
113

74
30
27
26
87
97
87
87
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